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The Motivation
for SAS

This Chapter
This chapter introduces the SAS (Serial Attached SCSI) solution, describes the
motivation for SAS as a replacement for parallel SCSI, and compares SAS to
other competing technologies. The advantages of SAS are highlighted, and its
expected positioning in the market is explored, especially with reference to
SATA.

The Next Chapter
The next chapter discusses the SCSI, Fibre Channel and SATA background from
which SAS was developed. While maintaining compatibility with its SCSI software base, SAS borrows from serial transports like Fibre Channel and SATA to
develop a next-generation enterprise storage architecture.

Introduction
As is true of many interface architectures, the SAS (Serial Attached SCSI) standard describes the behavior of compliant devices but intentionally contains few
specifics about how to implement a design. Minimizing design guidelines
allows designers the freedom to add value by implementing designs that are
optimized for their applications. Similarly, a body of background knowledge is
assumed by the standard-writing committee and little time is spent explaining
the motivation for design choices. The intended goals of this book are to fill in
some of these gaps with examples and to provide the background for the
choices made in the standard.
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Serial SCSI
General
The SCSI (small computer system interface) interface has been a high-performance standard in hard disk storage for many years. The performance, reliability, sophisticated software control and error reporting it offered made it a
natural fit for server storage applications where such attributes are a must and
the cost was not a driving factor. Unfortunately, like all parallel bus designs,
SCSI has reached the practical limits of its bandwidth and needs to be replaced
with another transport model. As it happens, the set of SCSI interface standards
already includes some serial versions. Figure 1-1 gives the full set of SCSI standards, showing the interface options on the bottom rows. This leads to a logical
question: Why couldn’t one of those other existing serial interface definitions
replace parallel SCSI rather than develop SAS as a new one? The answer is that
none of them had the proper mix of characteristics that would let them serve
that role. Any replacement for SCSI would need to have broad industry acceptance, high performance, the ability to connect a fairly large number of storage
devices into one simple network, and relatively low cost. Each of the earlier
serial buses had a drawback of some kind in this regard that made them unattractive.
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Figure 1-1: SCSI Architecture Roadmap
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Earlier Serial Buses Supported SCSI
Those earlier buses are summarized in Table 1-1. They work well in the environment for which they were intended, and they are able to support SCSI commands, but they don’t fill the role of a general-purpose storage interface the
way SCSI does. Let’s look at each one of them and consider the tradeoffs they
involve.
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I
Table 1-1: SAS Predecessor Architectures
Standard

Year

Typical
Speed

Drawbacks
as SCSI replacement

IEEE 1394

SBP-2

1998

50 MB/s

Earlier versions were
slow, software wasn’t
compatible with ATA,
limited number of
drives that could be
connected

Fibre Channel

FCP
FCP-2

1995
2002

200 MB/s

Expensive, complex
network architecture

Serial Storage
Architecture

SSA

1996
1997

20 MB/s
40MB/s

IBM Only

InfiniBand

SRP

2002

250 MB/s

Expensive, complex
network architecture

Ethernet

iSCSI

2003

~100 MB/s

Slow for storage interface, long latencies

Interconnect

The IEEE 1394 serial interface is simple but doesn’t scale well to include a large
array of storage devices, and at the time was considered costly and slow as a
storage interface. This is also a cable solution that doesn’t include backplanes or
connector form factors for disk drives, and that made it less attractive for the
server market. Another drawback was that the entire fabric ends up seeing the
same data at the same time. Even with repeaters the network was treated as one
big wire, so there was no opportunity for concurrent operation and drives
would end up competing for access.
Fibre Channel works well in storage networks, but its drawback is that it was
designed as a network interface to support large, complex networks with millions of devices. As a result, it was considered too expensive and too complex to
replace a simple storage interface like SCSI.
SSA (Serial Storage Architecture) was never really in the running because this
architecture did not achieve wide industry acceptance. Designed by IBM, it was
originally a proprietary design and is currently only used by IBM. SSA is a loop
architecture, meaning that each drive is daisy-chained to the next. A problem
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with it is that a failure in one drive can take out the whole loop. Even dual loops
designed to mitigate this problem don’t help if the failed drive begins to spew
data in both directions.
InfiniBand showed early promise but failed to win broad industry acceptance.
The main reason was that, like Fibre Channel, its complexity and cost were considered excessive for the kind of simple storage networks for which SCSI
worked best.
The iSCSI interface provides SCSI protocol to storage connections over ethernet
connections. It allows for complex network topologies, but incurs longer latencies that result in slower performance. In the end, its performance wasn’t considered sufficient to replace the SCSI interface.

SAS Design Goals
The previous discussion reveals sufficient motivation for the decision to define
a new replacement for the SCSI Parallel Interface (SPI) standard. The resulting
SAS standard is a simple, backward-compatible transport with headroom for
future bandwidth requirements. The SAS standard was developed with several
design goals in mind:
1.

2.

3.

Improved Performance: The primary motivation for SAS was that SCSI
needed higher bandwidth and the existing standard could not be fixed to
obtain it. Toward this end, SAS provides a performance roadmap that
shows the bandwidth quadrupling within 7 years. SAS also maintains the
SCSI concept of a connection, in which one device gains control of the bus
to communicate with the target device. The difference with SAS is that one
device can now have access to several buses and thereby have several connections in progress at the same time. That increases the effective bandwidth for such a device regardless of the bit rate of transmission.
Low cost: A serial architecture has an inherent cost advantage because the
cables and connectors can be smaller and cheaper than the versions
required by parallel bus architectures. Small connectors also support
smaller disk drives, facilitating their use in high-performance systems and
providing for future drive form factors. SAS networks are economical in
part due to the inexpensive expander devices used to create the networks.
Smaller SAS connectors and small form factor disk drives enable more efficient packaging and higher I/O density systems as well.
Software Compatibility: Anytime a new standard is defined to replace an
existing one, a primary goal must be to minimize barriers to transition
while still meeting the needs. One potential barrier to the acceptance of SAS
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Origins of SAS
and Background

The Previous Chapter
The previous chapter introduced the SAS solution and compared it to existing
serial storage transports to provide the motivation for SAS.

This Chapter
This chapter discusses the SCSI, Fibre Channel and SATA background from
which SAS was developed. While maintaining compatibility with its SCSI software base, SAS borrows from serial transports like Fibre Channel and SATA to
develop a next-generation enterprise storage architecture.

The Next Chapter
The next chapter introduces the basic functions of SAS, explaining its method of
operation from a very high level view. Terms are defined and examples presented to lay a foundation for understanding the basic operation of a SAS link.
The layers of the SAS standard are introduced and their responsibilities and
interaction are discussed.

Background for Serial SCSI
Until recently, there were three main storage IO technologies, each of which
had a well-defined market. At the low end where cost was a primary concern,
parallel ATA, developed for the PC market and its high volumes, was a good
fit. In high-end implementations where complex topologies and high-performance storage systems were required, Fibre Channel became the standard. For
applications where high performance was needed but topologies were not as
demanding (such as enterprise storage), SCSI became the interface of choice.
The following sections provide a brief look at each of these earlier transports.
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SCSI Background
SAS was specifically designed as the replacement for SCSI (Small Computer
System Interface). The precursor to SCSI first appeared in 1979 when Shugart
Associates developed a drive interface bus referred to as SASI (Shugart Associates System Interface). In 1986 this was adopted as a standard called SCSI, and
provided a bandwidth of about 2 MB/s. As shown in Table 2-1, over the years
the standard was revised numerous times; first to SCSI-2, which defined a synchronous and wide (16-bit) bus, and later to SCSI-3, increasing the bandwidth
to 20 MB/s. SCSI-3 also split the standard into several parts so as to avoid having to update the entire standard to implement future incremental changes. To
facilitate such changes, the SCSI standards were grouped into several layers, as
shown in Figure 2-1.
Table 2-1: History of Parallel SCSI

Interconnect

Year

Speed

Key
Features

SCSI-1

1986

~ 2MB/s

Asynchronous, narrow (8
bit)

SCSI-2

1989

10 Mb/s

Synchronous, wide (16 bit)

SCSI-3
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Fast-Wide

1992

20 MB/s

Ultra

1995

40 MB/s

Ultra-2

1997

80 MB/s

Low voltage differential
signaling

Ultra-3

1999

160 MB/s

Cyclic Redundancy Code

Ultra-320

2001

320 MB/s

Paced, Packetized, QAS
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Figure 2-1: Hierarchy of SCSI Standards
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(SAM)
Device-type specific
command sets (e.g., SBC,
SSC, MMC)

Primary command set
(shared for all device types)
(SPC)

Protocols (e.g., SPI, FCP, SAS SSP)

Interconnects (e.g., SPI, Fibre Channel, SAS)

The overall definition of SCSI is contained in the SAM standard (SCSI Architectural Model), while the various command sets for each of the different device
types supported are grouped into a command set layer that includes the SPC
(SCSI Primary Commands) that are common to all devices, and others as
required by specific devices. The third layer defines how the commands map to
a particular protocol, such as SPI (SCSI Parallel Interface), or FCP (Fibre Channel Protocol), or SAS. Finally, the fourth layer defines the interconnects that
allow devices to communicate between themselves using the protocols.
SCSI provided a number of advantages over previous disk interfaces such as
ESDI (Enhanced Small Device Interface). An important one was that it offloaded the low-level device details to the drives themselves. This had the effect
of hiding the implementation details from system software and readily allowing the accommodation of newer devices as they became available. Also, unlike
the older designs that only allowed one or two drives on a bus, SCSI handled up
to 16 drives on a wide bus. These improvements came at a higher cost compared to the simpler designs like IDE (Integrated Device Electronics, which later
became ATA - Advanced Technology Attachment), but for systems that needed
the higher performance that was an acceptable trade.
In SCSI systems, an HBA is used to interface from the computer’s system bus to
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the SCSI bus. This an important advantage because it decouples the SCSI bus
from the system, so transactions can be simultaneously in progress on both the
host system bus and the SCSI bus. A simplified legacy system picture, like the
one shown in Figure 2-2, illustrates this concept.
Figure 2-2: Concurrent Bus Operation in a Simple SCSI System
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Data Area
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North Bridge

Status Area
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Ethernet
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4
SCSI

2

The sequence of events in this example would be as follows:
1.
2.
3.

4.
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First, the HBA uses a PCI transaction to fetch a SCSI command from an area
of memory designated for that purpose.
Next, the HBA begins execution of the command on the SCSI bus, retrieving data on a disk read, for example.
In the meantime, the PCI bus is available for other traffic, so while the disk
transaction is in progress on the SCSI bus, traffic between the Ethernet card
and system memory can proceed on the PCI bus.
When the SCSI transaction is completed, the data and status of the transaction can be written to their respective areas of memory by the HBA using
another PCI transaction.

Chapter 2: Origins of SAS and Background
SCSI Definitions
It would be helpful to define some SCSI terms for the benefit of those new to
SCSI. Many of these terms carry over directly to SAS or have analogous meanings. Figure 2-3 illustrates the context for some of these, and includes other
terms such as Application Client and Device Server that are discussed later in
Chapter 8, entitled "Application Layer," on page 193.
Figure 2-3: SCSI Objects
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•

•

•

•

Initiator: Device that can initiate SCSI commands and receive responses. In
SCSI, initiators are relatively simple devices that yield control of transactions to the target device once the command has been sent.
Target: Device that behaves as the receiver of SCSI commands, accepting or
returning data and providing completion status. In SCSI the target is the
more complex device and takes control of a transaction once the command
has been received, deciding whether to disconnect before returning data
and when to send read data or fetch write data.
Logical Unit: Subsystem within a target that acts as a source or destination
of data. A target may have several logical units, which are designated by
Logical Unit Number (LUN), and must, at a minimum, implement LUN 0.
Nexus: Derived from a Latin word that means to tie or to bind, a nexus
describes a relationship between things. In SCSI, keeping track of the relationship between devices allows a target to reconnect to an initiator after
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SAS Overview

The Previous Chapter
The previous chapter discussed the bus technology developments that motivated and led up to the development of SAS, noting that SAS borrowed ideas
from serial transports like Fibre Channel and SATA to develop a next-generation enterprise storage architecture.

This Chapter
This chapter introduces the basic functions of SAS, explaining its method of
operation from a very high level view. Terms are defined and examples presented to lay a foundation for understanding the basic operation of a SAS link.
The layers of the SAS standard are introduced and their responsibilities and
interaction are discussed.

The Next Chapter
The next chapter provides more definitions to facilitate a more detailed understanding of SAS link operation. The different types of devices and expanders
are explored, leading to a discussion of topologies and domains, as well as a
review of connections.

Comparison of SCSI and SAS Operation
SAS borrows from many I/O technologies, and those familiar with other serial
protocols will find much that is similar in SAS. To understand SAS these people
simply need to know which parts of a SAS system correspond to the parts of the
transports they already know. Those familiar with SCSI will also find recognize
many parts because SAS builds directly on the foundation of SCSI. Let’s begin
by looking at a parallel SCSI bus and describing the basics of its operation.
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SCSI Example
Software Request
In Figure 3-1, a simple SCSI bus is illustrated with one initiator and several target devices. The host or client device runs an application program that requests
service from a target (which acts as the server for those requests). To make the
request, the client calls the SCSI device driver and the driver sends a command
over the system I/O bus to the HBA, which is really just a bridge between the
SCSI bus and the host system’s bus.
Figure 3-1: Basic SCSI Bus Operation

Host/Client
System
System IO Bus
(eg: PCI-X or PCIe)

Initiator

SCSI HBA
SCSI Bus

Target/Server
Devices

Arbitration and Selection
The HBA, acting as the initiator, must use the shared SCSI bus to send the command. Since the bus is shared, arbitration is required to prevent more than one
device from driving the bus at the same time. The initiator first needs to win the
arbitration to be able to use the bus and may then select the target device. The
SCSI protocol includes an arbitration phase and a selection phase for this purpose and the initiator drives its own ID for arbitration. If the initiator wins the
arbitration, it next drives the target’s ID to select that target for communication.
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As an example, the ID for each SCSI device is typically just one out of 16 possibilities and is set in hardware with jumpers. SCSI ID values might be 7 for the
initiator and 4 for the target.

Connection in Progress
Once a target is selected, it and the initiator both actively participate in the
transaction and are said to be connected. When devices connect, they each store
the ID of the other device for future reference (this is called establishing a nexus,
which is the relationship between the initiator and target device). The nexus is
useful to the target because it may choose to disconnect while servicing the
request and then reconnect to the initiator later. To do that, it must know the
initiator’s device ID. The initiator needs the nexus because multiple targets
might issue disconnects, causing it to have commands outstanding to several
targets at the same time. When the responses are subsequently returned, it uses
the nexus information to keep track of which target is responding.
Once a connection is established, the target takes control and decides when to
transfer data for commands received from the initiator. Since SCSI is a halfduplex bus this means some handshaking is necessary for the initiator and target to take turns on the bus. The bus remains dedicated for the use of the two
devices until the target releases it. Since the bus is shared, that means all other
devices will have to wait until the current connection is shut down before the
bus is again available. Several transfers might take place during the connection
between the two devices but eventually the target will disconnect and the bus
will then be free for other devices to use.

Wrapping Up
When the HBA has received the requested response from the target (such as
read data) it informs the client that the command is completed. This would
likely be done with an interrupt, that would invoke the device driver, which
would report to the application client that the data is available in the appropriate buffer. The application would then fetch the data, completing that command
sequence.

Corresponding SAS Structure: Simple Example
Now consider the simple SAS topology illustrated in Figure 3-2. SAS sets up
and communicates in much the same way as SCSI, but with some differences.
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Figure 3-2: Simple SAS Topology
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Definitions
SAS is a point-to-point bus and attaches two devices together. The connection
points are referred to as Ports and every device will have at least one, while
expanders and HBAs will likely have several. A Port can consist of just one Phy
(the individual electrical interface to a link), or it may implement several. A Port
that has only one Phy is called a Narrow Port, and a port that implements several
is called a Wide Port. A link ties two Phys to each other and consists of one differential pair of wires for a transmit path and another pair for a receive path for a
connection. As an illustration of wide and narrow ports, see Figure 3-3, showing an HBA with multiple Phys that might be set up either way.
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Figure 3-3: Narrow and Wide Ports on an HBA
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Arbitration and Selection
As before, the client sends a request to the driver which, in turn, forwards it to
the HBA. The HBA in Figure 3-2 does not need to arbitrate for access to a shared
bus because all the buses (links) are now point to point. However, to get service
the HBA must still connect with the target. To do so it sends a connection
request that includes the destination address, which is examined to determine
to which Port the communication should be routed.
Each SAS device port is assigned a 64-bit SAS address, and requests are directed
to a device based on its address. This address is assigned by the device manufacturer at the factory and is stored in hardware or firmware on the device. As
part of the reset sequence, devices report this unique address to their link neighbor. Later, initiators execute a sequence of steps called the discovery process to
read information from expanders and make a list of all the addresses accessible
to them in the system (see Chapter 7, entitled "Discovery Process," on page 159).
It is those addresses that are used to select a target device. To know which bus
should be accessed for this request means the HBA also needs a mapping
scheme to determine which addresses correspond to which bus. How this logic
is implemented is vendor specific.
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Device Types and
Topologies

The Previous Chapter
The previous chapter introduced the basic functions of SAS, explaining its
method of operation from a very high level view. Terms are defined and examples presented to lay a foundation for understanding the basic operation of a
SAS link. The layers of the SAS standard are introduced and their responsibilities and interaction are discussed.

This Chapter
This chapter provides more definitions to facilitate a detailed understanding of
SAS link operation. The different types of devices and expanders are explored,
leading to a discussion of topologies and domains, as well as a review of connections.

The Next Chapter
The next chapter begins with the necessary background to understand the
architecture of narrow versus wide ports. It then describes the layered architecture of devices, which behave differently depending on whether the device uses
narrow or wide ports. Next, details of the layered architecture within a narrow
port are presented, and the final section describes the layer implementations of
wide ports.

Introduction
Prior to discussing the various SAS device types and topologies, there are several terms and concepts used in the discussion of SAS that need a brief introduction. These are presented here in what is considered enough depth to facilitate
understanding of the issues discussed in this chapter.
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SAS Address
Each Phy has a SAS address assigned to it at the factory. The addresses used in
SAS are 64-bit units that consist of three parts, as listed here (see also Figure 41):
•
•
•

A 4-bit identifier assigned by the Naming Address Authority. This value is
the same for SAS and Fibre Channel, which is 5.
An IEEE-assigned 24-bit company ID
A 36-bit Vendor-Specific Identifier
Figure 4-1: SAS Address

Bit 7
Byte 0
1
2

6

5

4

3

2

1

0

NAA
IEEE Company ID (24 bits)

3
4
5
6

Vendor-Specific Identifier (36 bits)

7

Phy - The Interface to the Fabric
Enlarging on the Phy and Port definitions, it’s helpful to note that the Phy is the
logic that includes the transceiver that sends and receives the bits on the wire.
When two devices are attached it creates a link, as shown in Figure 4-2. A link
consists of a send path and receive path together and is described as being fullduplex because it allows transmission in both directions at the same time.
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Figure 4-2: SAS Phy and Link Example
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The transmitters and receivers use differential signaling because it provides
improved noise immunity and signal integrity (see Chapter 17, entitled "Physical Layer," on page 411). Few parallel interfaces could afford to use differential,
in spite of its advantages, because the double pin count it imposes per signal
would make them too expensive. Serial designs, however, have fewer pins and
need the lower voltages differential offers to reduce the power that would otherwise be required by the very high switching speeds involved.

End Devices
There are two types of SAS devices: end devices and expanders. According to
the standard, a device that’s not an expander, such as a disk drive, tape drive, or
HBA, is an end device. End devices act as initiators or targets and do not have
the ability to forward transactions to other devices. Disk drives are an example
of an end device and might be directly attached to an HBA or they could be
indirectly attached through an expander, as shown in Figure 4-3.
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Figure 4-3: Direct and Expander-Attached Devices
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Expander Devices
Expanders provide a function similar to switches in Fibre Channel by allowing
a system to scale. They can also save cost because they provide the ability to
connect more drives to an HBA than its ports can directly support and
expander ports are expected to be inexpensive compared to HBA ports (see
Appendix A, entitled “Expander Devices” on page 505 for more on expanders).
Expanders fall into one of two broad classes: Edge expanders designed for relatively simple routing, and Fanout expanders intended for more extensive connection routing possibilities. Each type is introduced later in this section. First,
the fundamental functions of expanders are discussed.

Expander’s Crossbar Function
Expanders contain several components including expander Phys and an
expander function that acts as a crossbar switch to allow routing of SAS connections between the phys. To illustrate the concept of a crossbar switch to those
who may be new to it, consider Figure 4-4, which shows a model of the internal
circuitry. Basically, the switch provides a path between any two Phys. There are
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six Phys in the example, so there could be at most three connections in progress
at one time, and the potential paths for those are shown by the vertical lines that
represent a bi-directional link (two differential wire pairs). The conceptual
means for making such a connection is to gate the signal from the source Phy
onto one of the internal wire pairs and then gate it from the other wire of that
pair to the destination Phy.
Figure 4-4: CrossBar Switch Conceptual Diagram
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5

The Layered
Device
Architecture

The Previous Chapter
The previous chapter provided more definitions to facilitate a detailed understanding of SAS link operation. The different types of devices and expanders
were explored, leading to a discussion of topologies and domains, as well as a
review of connections.

This Chapter
This chapter begins with the necessary background to understand the architecture of narrow versus wide ports. It then describes the layered architecture of
devices, which behave differently depending on whether the device uses narrow or wide ports. Next, details of the layered architecture within a narrow port
are presented, and the final section describes the layer implementations of wide
ports.

The Next Chapter
The next chapter describes the steps by which devices initialize the link for communications. This is a hardware-based process at the beginning, and establishes
whether a neighboring device is present, what type it is, what link rates it supports, and its SAS address. Once that is completed, there are steps that must be
taken by application software to discover the SAS topology and configure the
devices.
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Introduction
Background
This chapter is divided into three parts. The first part discusses the concepts and
terms that are important to understanding the implementation of narrow versus wide ports. Next, we’ll look at the layers as they are implemented in the
simplest case: a device that only implements a single narrow port. In the third
part, we’ll consider the layers as implemented in a more complex case: a device
that implements one or more wide ports.

Phys and Ports
Before launching into a discussion of the layers, it will help to have a clearer
definition of some terms. The term Phy is used in the standard with respect to
the interface between a device and the service delivery subsystem (e.g.: cable,
backplane, etc.). In the standard the Phy is shown to include the Link Layer and
Phy Layer as one logical block. (Don’t be confused by the fact that the Phy contains the Phy Layer - the terms Phy and Phy Layer mean different things.) In a
small departure from that format, the Phy definition we will use in the book
adds the Physical Layer to the Phy block, as is shown in Figure 5-1 on page 101.
The reason for making this slight change is that the Physical Layer contains the
differential transmitter and receiver for the interface and is logically the last
piece between the rest of the Phy and the outside world. This is not quite in
keeping with the standard, but seemed more intuitive for a tutorial book.

Types of Phys
The generic term “Phy” incorporates all the possibilities that a Phy could
include, but the standard lists some variations that are used to clarify details
about usage. For example, a Phy that interfaces to a SATA subsystem can also
be called a SATA Phy, while a Phy that interfaces with a SAS subsystem is
referred to as a SAS Phy. They are also labeled according to protocol in some
places in the standard. Thus, a Phy may be labeled an SSP Phy, SMP Phy or an
STP Phy. For simplicity, unless the situation warrants the use of another term
for clarity, this book will use the generic term “Phy” to represent all these types
of possible Phy implementations.
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Figure 5-1: Layers In a Device with One Narrow Port
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Phy Characteristics
A SAS Phy must support both SSP and SMP protocol and can optionally support STP. A Phy can be used as an initiator Phy or target Phy or both. Each Phy
has a 64-bit SAS address associated with it that is programmed by the vendor at
the factory, and a unique Phy identifier (a device-specific number starting at 0
and going as high as 127) within the device. During the reset sequence, each
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Phy sends an Identify frame to its neighbor to communicate its characteristics,
including: protocols supported, address, and Phy identifier. A designer may
choose to implement multiple Phys within a single device and assign the same
address to all of them (as would be typical in an HBA design), or assign a different address to each Phy (as would be likely in a dual-ported disk drive). The
reason for choosing one addressing approach over the other has to do with the
desired port arrangement.
A Port is a collection of one or more Phys, as well as the upper layers (Port
Layer and Transport Layer) associated with that group of Phys. The organization of a port is not necessarily defined solely by the device design. A Phy actually has two addresses that are of interest: its own 64-bit SAS address (the
internal address assigned by the manufacturer) and the attached address (the
address reported during the reset sequence by the external device attached to
this Phy). A Port is defined to be a collection of Phys that share the same combination of addresses, both source and attached (for more on this, see “Port
Assignments Change with Topology” on page 113). As before, don’t be confused by the fact that there is a Port Layer associated with the Port - the terms
Port and Port Layer mean different things.

A Device with One Narrow Port
General
In keeping with many modern interface definitions, the SAS standard describes
the functionality as a series of layers. The goal in this chapter is to become familiar with the basic operation of these layers and their interactions, leaving the
details for later chapters. Figure 5-1 shows an HBA device that only implements
one narrow port (meaning only one bidirectional link is implemented). The discussion that follows describes the functions associated with each layer in such a
device.

Layer Overview
A layered architecture facilitates a modular design and allows for easy re-use of
modules between designs. It is important to note that the SAS standard does
not tightly specify some layer responsibilities, thereby giving designers freedom in implementation specifics.
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The layers communicate with each other by passing requests, indications, confirmations, and other messages to each other, and their behavior is described in
the SAS standard primarily by means of state machines. The state machines are
discussed within the chapter for each layer. For now, we’ll present just a brief
description of the layers, beginning at the highest layer.

Application Layer
General
The Application Layer of the SAS standard comes in three flavors, SSP (Serial
SCSI Protocol), SMP (Serial Management Protocol), and STP (SATA Tunneled
Protocol). Support for SMP is required for a SAS initiator because that protocol
is used to execute the Discovery Process (see Chapter 7, entitled "Discovery Process," on page 159). For a SAS target-only device, just SSP support is required,
because a designer might choose to forego an SMP interface to save cost (the
same information is available from mode pages; for more on this, see “Software
Initialization” on page 140). For an initiator that supports SATA, all three protocols would probably be necessary because, as an initiator, it would need SMP to
do discovery and it would need STP to access SATA drives. The Application
Layer is intended to preserve the software interaction with the device as much
as possible, and only describes changes that were necessary to the protocol elements in support of each protocol for SAS.

SSP (Serial SCSI Protocol)
The interaction of this layer is represented in the SAM-3 (SCSI Architecture
Model) standard by means of procedure calls with arguments supplied by the
caller, and SAS carries this model forward. The SAM-3 standard also defines the
format of many optional mode, log, and sense pages for configuring or reading
status information from devices and some of these had to be changed to support SAS functionality. These page formats and the changes described for them
are discussed in detail in Chapter 8, entitled "Application Layer," on page 193.
One function of these pages is to include information about how some errors
are to be handled, such as whether a command that encountered trouble should
be reissued or not. Finally, a new feature was added to assist with the power
requirements of spinning up several drives together. The primitive NOTIFY
(ENABLE SPINUP) takes precedence over every other command for a drive
and prevents a SAS drive from spinning up until this primitive has been
received. This gives the software better control over the spinup sequence and
protects against power supply overload caused by having too many drives spin
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The Previous Chapter
The previous chapter gave the necessary background to understand the architecture of narrow versus wide ports. It described the layered architecture of
devices, which behave differently depending on whether the device uses narrow or wide ports. Next, details of the layered architecture within a narrow port
were presented, and the final section described the layer implementations of
wide ports.

This Chapter
This chapter describes the steps by which devices initialize the link for communications. This is a hardware-based process at the beginning, and establishes
whether a neighboring device is present, what type it is, what link rates it supports, and its SAS address. Once that is completed, there are steps that must be
taken by application software to discover the SAS topology and configure the
devices.

The Next Chapter
The next chapter describes the process by which initiators and self-configuring
expanders learn which addresses and types of devices are accessible to them in
the system. Every initiator must go through this process after a reset or after
seeing a BROADCAST (CHANGE) indication. If an expander is visible to an initiator, and it has an address table then, unless the expander is self-configuring,
the initiator will need to update the table with the addresses that are accessible
to that expander.

Introduction
There are two parts to initializing a SAS device. The first is hardware based and
happens after a reset. Devices on either end of a link will automatically begin
the process of detecting whether another device is present, whether it is a SAS
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or SATA device, and at what speeds the interface may be run. There are some
steps that have to take place before a receiver can recognize dwords as information from the transmitter, and those are accomplished by the hardware initialization process. The second part is software initialization, and this optional step
is under the control of the application software. It consists of reading configuration information from the device and writing values into that space to set up the
desired parameters for the device.

Hardware Initialization
General
The goal of hardware initialization is to accomplish the following steps:
1.
2.
3.

Detect the presence of an attached device and determine whether it is a SAS
or SATA device.
Negotiate the highest common transmission rate supported by both
devices, using the proper method for a SAS or SATA device type.
Identify information about the attached device, including its SAS address.

SAS devices participate as peers in this process rather than having one designated as the controlling device, partly because it’s not known ahead of time
what type of device will be attached. Even so, there is a difference in the responsibilities of the different device types. End devices only need to attempt the initialization process once after reset. The attached device may not be ready, but
after that first attempt the end device can simply wait for some other device to
begin the process since there must be an initiator in the system that will access
it. If the initialization process doesn’t succeed the first time, initiators will repeat
it at a vendor-specific rate to check for newly-attached devices. Expanders (both
fanout and edge expanders) likewise must continually repeat the process if it
fails. It’s important to note that this activity only takes place between the two
neighbors on either end of the point-to-point link. For example, OOB is not
propagated across an expander.

OOB Signaling
The first step is accomplished using what is called Out of Band (OOB) signaling.
After a reset, receivers need a regular stream of incoming data so they can lock
onto the embedded clock within it and recover meaningful symbols. However,
before a SAS device can do that, it has to determine whether there is a device
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attached and whether SAS or SATA protocol will be used, since the process for
using them is different. To find out, an approach was chosen that is very similar
to that used in SATA, in which the devices exchange “chirps” or bursts of activity on the link. This only needs to be recognized by the receiver as activity or
quiet time on the link, rather than the encoded bytes used in normal transmission, so a squelch detect circuit can do the job. The pattern of activity and quiet
time indicates the presence of a device and communicates its type.

Speed Negotiation
The next step is to negotiate the transfer speed on the link. This is a protocolspecific process, but the devices now know which type of device is attached and
will follow the proper sequence to achieve speed negotiation. As part of this
process, since a steady stream of data is received by both devices, dword synchronization is achieved and receivers can begin to detect valid symbols and
meaningful dwords in the data stream.

Identify Sequence
The third and last step is to gather information from the attached device, such
as its address and protocol capabilities. SAS devices exchange this information
with each other by sending an address frame called the Identify frame after the
first two steps have been completed. SATA devices, on the other hand, have no
corresponding step because SATA doesn’t use addresses. Instead, target
devices expect to be connected to only one SATA host, either directly or
through a port multiplier. If a SATA target is attached to a SAS device, there
will need to be a bridge in one of them to act as the liaison between them, supplying an Identify frame to initiators within the SAS network on behalf of the
SATA target.
All of these steps together are taken whenever the Phy is reset. There are levels
of reset for a device, but all of them involve this part, referred to as the Phy
Reset Sequence, and will result in the hardware initialization steps.

Reset Sequences
SAS devices have more than one level of device reset, as listed here and illustrated in Figure 6-1:
•
•

Hard Reset - resets the entire device, including all the layers.
Link Reset - resets only the link and Phy Layers of a device. This includes a
Phy reset and sending of the Identification Sequence.
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•

Phy Reset - resets only the Phy Layer of a device and includes only OOB
and speed negotiation.

The Link and Phy resets are most interesting to us at this point because it is
within these sequences that the hardware initialization steps we’ve described so
far take place. As shown in Figure 6-1, the Phy reset involves sending OOB and
performing speed negotiation, while the Link reset includes that as well as
sending the Identify frame.
Figure 6-1: SAS Link Reset Sequence
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OOB (Out of Band) Signaling
For both SAS and SATA, the hardware initialization process begins with OOB
signaling. Pronounced either as letters or as a funny-sounding syllable, OOB
can be misleading because the term might be understood to mean that a dedicated signal is used rather than the normal data path. However, the SAS OOB
signals do travel within the normal data path. The reason they are called OOB is
because the signaling takes place before the receiver has been prepared to recognize dwords and so it is not part of the normal transmission process. Let’s
consider what is involved in the process of OOB communication.

OOB Mechanism
OOB signaling is accomplished by the absence of activity from the transmitter,
during which the differential voltage is essentially zero, followed by burst times
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during which an ALIGN(0) primitive is transmitted. The bursts are indistinguishable at the receiver as anything other than non-idle traffic, but that is sufficient for the moment; their arrival indicates that a device is attached and that
the initialization process can proceed. The receiver only needs a squelch-detect
circuit to be able to detect the sequence of idle and burst activity on the link, and
an example of this sequence is illustrated in Figure 6-2.
Figure 6-2: OOB Signaling
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OOB Transmission
To accomplish OOB signaling, transmitters send a pattern of 6 idle/burst pairs
followed immediately by a longer idle time referred to as negation time, as
shown in Figure 6-2. The times for these OOB activities are specified in terms of
the OOBI (Out of Band Interval). The OOBI is based on the clock tolerance of the
first generation (G1) SAS speed of 1.5 Gb/s, and is defined as ranging from
666.600ps to 666.733ps. The burst times are always a fixed length and defined in
the standard as 160 OOBI, which works out to a range between 106.66ns to
106.68ns. The idle and negation times are also defined in terms of the OOBI, and
these are what change to convey one of three OOB meanings as summarized in
Table 6-1 on page 130. The goal, of course, is that these different Idle and Negation times should be easily distinguished from each other.
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Discovery Process

Previous Chapter
The previous chapter described the steps by which devices initialize the link for
communications. This is a hardware-based process at the beginning, and establishes whether a neighboring device is present, what type it is, what link rates it
supports, and its SAS address. Once that is completed, there are steps taken by
application software to discover the SAS topology and configure the devices.

This Chapter
This chapter describes the process by which initiators and self-configuring
expanders learn which addresses and types of devices are accessible to them in
the system.

The Next Chapter
The next chapter describes the Application Layer of the SAS layered design.
This layer is largely implemented as driver-level software rather than directly
as hardware, and is intended to be fully backward compatible with the SCSI
application model. Some background for that model is presented to provide
sufficient context for the discussion, and the changes that were needed in the
Mode and Log pages for SAS devices to support a serial transport are described.

Introduction
The process by which initiators in a SAS network find out which devices are
accessible in the system is called the Discovery Process. There can be as many as
16,384 addresses in a SAS topology and every initiator has to be aware of which
are visible to it. Expanders play a big role in the process because they can be cascaded into sets which allow scaling of the topology. The expanders themselves
may or may not take an active role in the discovery process, depending on
whether they were designed to be self-configuring. The reason for this option is
that expanders are intended to be as simple and inexpensive as possible. Nor-
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mally it falls to the initiators to go through the steps, working with the expanders to which it has access to check all the possible paths for addresses. Once that
is done and the initiator has constructed its own address map, it will then need
to update the expanders with that address information.

Example Topology
Consider the example topology shown in Figure 7-1, in which several edge
expander sets are linked together with a fanout expander. This is not intended
to be a realistic implementation, but simply illustrates what is possible. To clarify the discussion that follows, note that all the expanders are identified with a
number, while all the end devices and the one HBA are identified with a letter.
For our purposes, these identifiers will correspond to the SAS addresses of the
devices. Also observe that, in this example, the expander phys are numbered
sequentially in a counter-clockwise rotation starting with Phy 0 at the top.
Figure 7-1: Example SAS Topology
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Identify Sequence
When the phys each complete their link reset sequence, they will have
exchanged Identify frames and are therefore aware of the attached device’s
address and device type (expander or end device). For example, the fanout
expander in this example sees addresses as shown in Figure 7-2. Phys 1 and 2
see that an end device is detected, so there will be no further addresses on those
paths. In fact, both phys see the same address so they are grouped together into
a single wide port. The other 3 phys all detect an expander attached, so an
address table will be needed for this expander, updated with the addresses that
turn out to be accessible through those other expanders. Edge expander phys
can use one of three routing methods: direct attach, table routed, and subtractive routed (see Appendix A, entitled "Expander Devices," on page 505). Fanout
expanders are not permitted to have a subtractive-routed port, and a tablerouted port will support both an end device or edge expander set attached to it,
so it makes sense that fanout phys are always table routed.
Figure 7-2: Fanout Expander Addresses
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Discovery
The next step is to learn the other addresses in the system, and the simplest way
is by using SMP requests. If attached expanders are self-configuring, then the
initiator’s task of learning the addresses will be reduced somewhat, because
they will not need to write the expander routing tables. This allows initiators to
get some of the address information they need by simply reading the table that
a self-configuring expander builds. So a logical first step is to discover whether
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or not attached expanders have implemented self-configuring capability, and
this can be done by sending an SMP REPORT GENERAL request to the
expander.

Report General Request
The SMP Report General Request permits an initiator to query an expander to
determine a variety of information including whether it is self-configuring.
Recall that SMP transactions are much simpler and less open-ended than SSP or
STP interactions. Once an SMP connection is established with the destination
address the initiator is allowed to send one request and receive one response,
after which the connection must be closed. The REPORT GENERAL request format is shown in Table 7-1 on page 162. The contents and format of the response
from the device is shown in Table 7-2 on page 162. The details of all the fields
will be discussed later; what is of interest now are the low-order bits of byte 10
that explain whether the expander is self-configuring. The bit labeled “Configurable” indicates whether the routing table can be configured by external
devices (bit set to one), or is self-configuring (bit cleared to zero). The bit labeled
“Configuring” only has meaning if the table is self-configuring, because it indicates whether the self-configuration process has completed. If this bit is set, then
the expander is still in the process of self-configuring.
Table 7-1: SMP Report General Requests
Byte

Field(s)

0

SMP Frame Type (40h)

1

Function (00h)

2 to 3

Reserved

Table 7-2: Report General Response

162

Byte

Field(s)

0

SMP Frame Type (41h)

1

Function (00h)

2

Function Result
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Table 7-2: Report General Response
Byte

Field(s) (Continued)

3

Reserved

4 to 5

Expander Change Count

6 to 7

Expander Route Indexes

8

Reserved

9

Number of phys

10

Reserved

11 to 27

Configuring

Configurable

Reserved

How To Read the Routing Table
To read the contents of an expander’s routing table, an initiator has only to send
one SMP request REPORT ROUTE INFORMATION for each index of each Phy
in the expander. This request permits an initiator to obtain the entire list of
addresses. Unfortunately, the information is insufficient to serve the needs of
the initiator because the table only records the address and a disable bit to indicate whether the address will be used. Initiators need to know the device type,
connection rate, and other information about the devices they wish to access, so
they’ll still need to send a request to each device for this information.
The fields of the REPORT ROUTE INFORMATION request are shown in
Table 7-3 on page 163, and the routing table being accessed is shown in Table 74.
Table 7-3: SMP Report Route Information Request
Byte

Field(s)

0

SMP Frame Type (40h)

1

Function (13h)

2 to 5

Reserved

6 to 7

Expander Route Index

8

Reserved
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Application Layer

The Previous Chapter
The previous chapter described the process by which initiators and self-configuring expanders learn which addresses and types of devices are accessible to
them in the system.

This Chapter
This chapter describes the Application Layer of the SAS layered design. This
layer is largely implemented as driver-level software rather than directly as
hardware, and is intended to be fully backward compatible with the SCSI application model. Some background for that model is presented to provide sufficient context for the discussion, and the changes that were needed in the Mode
and Log pages for SAS devices to support a serial transport are described.

The Next Chapter
The next chapter describes the function and responsibilities of the Transport
Layer of the SAS hierarchy. This layer receives requests from the Application
Layer modeled as function calls, creates frames to support the requested action
and queues them until they are completed. The frames are then passed down to
the next lower layer, which is the Port Layer.

Context for Application Layer
An understanding of the SAS layered architecture begins with the Application
Layer, which consists of all the software above the Transport Layer, including
applications, file system drivers, class drivers, SCSI and subsystem drivers, and
miniport drivers. Much of this is beyond the scope of the SAS standard and this
book, but it is helpful to describe the context for it and look at what requirements SAS places on the drivers beyond what they already do to support a particular protocol.
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In general, the Application Layer passes commands to the Transport Layer,
informing it about the packet protocol to be used and the type of command or
response to send. For example, a software request to send a SCSI command
becomes an SSP COMMAND frame, while a request to learn about the devices
attached to an expander becomes an SMP DISCOVER frame. The relationship
between the various layers of the SAS architecture is shown in Figure 8-1,
where clause 10 of the SAS standard describes the Application Layer at the top
of the diagram. As can be seen, there are aspects of most layers that are specific
to the particular protocol being used, and this is true of the upper layers as well.
For discussion, we will begin with the SCSI Application Layer.
Figure 8-1: SAS Architecture Layers
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The SCSI Model
It will be helpful for those unfamiliar with the basics of SCSI if we provide some
brief review of SCSI application and transport functions here. Those already
acquainted with SCSI may wish to skip ahead to the section “SCSI Power Conditions” on page 203. To learn more about SCSI and purchase copies of the
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numerous standards that define it, refer to the INCITS web site at
http://www.incits.org. Helpful information can also be obtained from the SCSI
Trade Association site at http://www.scsita.org/. Last of all, review drafts of
revisions to the standard that are currently under consideration are available
from the T10 technical committee web site at http://www.t10.org, though it is
important to note that INCITS is the official body that sells the final approved
version of the standards. (T10 draft copies may also become unavailable to nonmembers at some point in the future.)
To begin our review note that at the higher-level (illustrated with dotted lines in
Figure 8-2), SCSI transactions are understood to take place between application
clients that make requests, and servers that service those requests. Clients are
SCSI initiator devices and servers are SCSI target devices.
Figure 8-2: SCSI High Level Model
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Referring to Figure 8-2, several of the SCSI identifiers associated with a device
are shown, and the list below summarizes them with their corresponding value
in SAS:
•

Port ID: A unique address within the SCSI domain for each port. In SAS the
64-bit SAS address associated with a port serves as its port ID. A device
may assign several phys with the same SAS address to allow them to be
grouped into a wide port. The Port ID is the SAS address value that is
reported by the Identify frame as part of the link reset sequence.
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•

•
•

Device Name: For SAS this is again a SAS address. This address is not
reported in the Identify frame, although there is some discussion in the
standard working group to change this so it is reported with the 2.0 version
of SAS. For now, the only way for software to learn the Device Name is by
reading the proper Mode page. The purpose of this value is to provide
application layer software a means of telling which ports and logical units
are in the same target device. Since the Device Name and Port IDs are all
required to be unique values, a device may have several SAS addresses
associated with it.
LUN: A target device may contain several logical units, referred to by Logical Unit Number (LUN).
WWN: Each logical unit also has a World-Wide Name (WWN) that is
reported in the Vital Product Data page, and this is the same as it is in SCSI.

A data transfer begins when an application client sends a command to a device
server, as shown in Figure 8-3.
Figure 8-3: SCSI Command Processing
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The server accepts the task, responds by sending or receiving the data, and then
returns a status value for the transaction. Servers contain a task manager to handle the set of tasks they can queue up for execution, and SCSI defines a method
for the client to manage that queue by using task management functions. To
make a task-related request, such as “abort current task”, the client sends the
task management function and gets a simple response from the target, as shown
in Figure 8-4.
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Figure 8-4: Task Management Sequence
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SCSI Commands
There are four groups of commands defined by SCSI:
1.
2.
3.
4.

Non-data commands, such as the TEST UNIT READY command
Write commands, such as writes to a disk. Write data is called Data Out
because it is going out from the initiator’s point of view.
Read commands, such as reads from disk. Read data is called Data In.
Bi-directional commands, in which data is both sent and received. Many
OS’s do not support this yet, but it can be useful in support of some RAID
implementations. For example, the initiator might send data that the drive
would then XOR with existing data already present and return the result.

SCSI also defines several command sets, one of which — SPC (SCSI Primary
Commands) — defines commands that are implemented by all devices. The
other command sets are optional depending on the type of device and its anticipated use, as shown in Table 8-1.
Table 8-1: SCSI Command Sets
Types of Device that Implement
the Command Set

Standard

Name

SPC

Primary

SBC

Block

Disk drives

SSC

Streaming

Tape drives

All
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Transport Layer

The Previous Chapter
The previous chapter described the Application Layer of the SAS layered
design. This layer is largely implemented as driver-level software rather than
directly as hardware, and is intended to be fully backward compatible with the
SCSI application model. Some background for that model was presented to provide sufficient context for the discussion, and the changes that were needed in
the Mode and Log pages for SAS devices to support a serial transport were
described.

This Chapter
This chapter describes the function and responsibilities of the Transport Layer
of the SAS hierarchy. This layer receives requests from the Application Layer
modeled as function calls, creates frames to support the requested action and
queues them until they are completed. The frames are then passed down to the
next lower layer, which is the Port Layer.

The Next Chapter
The next chapter describes the Port Layer of the SAS architecture along with the
state machines used in the standard to explain its behavior, and the messages
passed to and from it in support of the other layers.

Transport Layer Perspective
There is a Transport Layer section for each of the three protocols supported SSP for SCSI command support, STP (SATA Tunneled Protocol) for SATA support, and SMP (Serial Management Protocol) for management functions. Before
getting into the details of the Transport Layer, it will be helpful to review the
location of the Transport Layer within the layered hierarchy of SAS using a
functional example. Figure 9-1 shows a block diagram of a device that implements three ports, one of which shows the internal functional blocks. When the
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application issues an outgoing command, the Application Layer at the top
sends the request to the SAS HBA Driver, which communicates the request to
the HBA's Register Interface. Next, a port is selected based on the destination
address, and the request is forwarded to the Transport Layer of that port.
Figure 9-1: Functional Block Diagram of Layers
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Chapter 9: Transport Layer
There is just one Transport Layer block for each port of a SAS device, even in
the case of a wide port that implements several phys like the one in the example. However, the Transport Layer supports three separate protocols:
1.
2.
3.

SSP for SCSI Command support
STP for SATA support
SMP for management functions.

The Transport Layer responsibilities include passing requests and confirmations between adjacent layers, as well as handling some Link Layer errors. Perhaps its most interesting job is to construct frames in support of the request. The
format of the frames is protocol specific, so let’s consider them in the context of
each protocol.

SSP (Serial SCSI Protocol) Transport Layer
This section focuses on the SSP portion of the Transport Layer beginning with
the packet, or Frame format. SSP, of course, must mimic SCSI operations as
much as possible, so the content of the frame must contain all the information
for a SCSI transfer as well as the information needed for the serial protocol.

SSP Frames
As shown in Figure 9-2, SSP frames are bracketed by an SOF (Start of Frame)
and EOF (End of Frame) primitive. These make it clear to the receiver where
each frame begins and ends. The loss of either of these during transmission will
invalidate the frame since the receiver would be unable to distinguish the frame
boundaries. The other contents of the frame include a header that gives information about the frame, followed by up to 1024 bytes of data, if any, and lastly a
CRC.
Figure 9-2: Overall SSP Frame
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The header communicates the purpose of this frame and how it will be serviced.
For SSP, the contents of a header are the first 24 bytes of the SSP Frame Contents
as shown Table 9-1, and the fields it contains are described in the text that follows it.
Table 9-1: SSP Frame Contents
Byte

Field(s)

0

Frame Type

1 to 3

Hashed Destination SAS address

4

Reserved

5 to 7

Hashed Source SAS address

8 to 9

Reserved

10

Reserved

11

Reserved

Retry
Data
Frames

Retran
smit

Changing
Data
Pointer

Number of Fill Bytes

12 to 15

Reserved

16 to 17

Tag

18 to 19

Target Port Transfer Tag

20 to 23

Data Offset

24 to m

Information Unit (Corresponds to Frame Type)

m to (n-3)

Fill bytes, if needed

(n-3) to n

CRC

The CRC is computed by the transmitter with a standard mathematical algorithm based on the header and data, and verified by the receiver. This method
basically creates many bit changes in the CRC field for every bit change in the
header and data. This doesn’t give enough information to allow error correction, but provides a robust error check mechanism. The receiver verifies the
CRC value when the entire frame has arrived.
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The use of an error-correcting code might have seemed desirable since it would
reduce the need for retries of corrupted frames but it is not common in serial
transports. CRC is the only link transmission error detection scheme used in
serial transports with which the author is familiar. Whatever motivated those
older designs to use CRC, new architectures like SAS may have chosen to follow this industry standard practice to reduce design effort and risk.

SSP Frame Header Fields
•

Frame type: Indicates the purpose of this frame (see Table 9-2). Commands
and Task management header types are sent from initiator to target, while
XFER_RDY and Response types are returned from the target to the initiator,
and Data headers go both ways. The sequence of these transfers is the same
as it is for SCSI. A few examples are listed here:
•Read Command, Data from Target, Response
•Write Command, XFER_RDY, Data to Target, Response
•NonData -- Command, Response
While these can be uninterrupted transaction sequences, the SCSI target is
allowed to disconnect at any time and reconnect later to finish the
sequence.
Table 9-2: Frame Type Field
Value
01h

DATA

05h

XFER_RDY

06h

COMMAND

07h

RESPONSE

16h

TASK management

F0 - FFh
All others
•

Description

Vendor Specific
Reserved

Hashed Destination and Source Addresses: When a connection is
requested between two devices, the destination address specified in the
OPEN request is used to route it. Once the connection is established, there is
no need for address information in the subsequent frames because they
simply flow over the dedicated path and no routing takes place. Still, there
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The Previous Chapter
The previous chapter described the function and responsibilities of the Transport Layer of the SAS hierarchy. This layer receives requests from the Application Layer modeled as function calls, creates frames to support the requested
action and queues them until they are completed. The frames are then passed
down to the next lower layer, which is the Port Layer.

This Chapter
This chapter describes the Port Layer of the SAS architecture along with the
state machines used in the standard to explain its behavior, and the messages
passed to and from it in support of the other layers. The function of this layer is
primarily to select a Phy for an outgoing request from the phys which share the
same address and are therefore grouped into the same port.

The Next Chapter
The next chapter introduces the Link Layer, which can rightly be considered the
heart of the SAS architecture because the lion’s share of the standard is devoted
to describing its functions. There is so much to cover, in fact, that it is broken up
into four blocks: Serial support, Connection management, Arbitration, and Protocol differences between the different types of connections.

Introduction
We begin our discussion of the Port Layer in an unusual way: by first pointing
out where it is not used. Expanders do not implement a Port Layer, for example,
because the expander function sorts out which Phy to use, making a Port Layer
unnecessary. STP connections also have no need for a Port Layer because SATA
devices do not implement wide ports and so have no need for a Port Layer to
select between several outgoing phys. Consequently, the use of the Port Layer is
limited to SAS devices using SSP or SMP protocol in their connections.
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Port Layer Responsibilities
By way of review, Figure 10-1 illustrates the location of the Port Layer in the
SAS layered architecture between the Transport Layer and the phy. The Transport Layer could have many threads in progress, and the frames get pooled
together in the Port Layer according to destination address. Interestingly, the
standard does not recommend a number of pools that should be implemented,
or even the depth of the pools. Instead, only a conceptual model is presented
that assumes infinite size. The Port Layer arranges for frame transmission on
the link by either using an existing connection or selecting an available Phy (if
more than one is available) and requesting that a connection be opened to the
destination. When a connection is established, the pool of queued frames for
that destination address is drained out to the selected phy. The process for
incoming frames is much simpler; they are simply passed directly up to the
Transport Layer.
Figure 10-1: Overview of Layered Architecture
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Port Layer State Machines
Unlike other sections, the Port Layer behavioral description is facilitated by
including the state machines at the beginning of the discussion rather than putting them at the end. Before launching into the details of the state machines,
though, it’s helpful to give more context to show how they fit into the bigger
picture. Figure 10-2 shows the Port Layer overall and the different parts within
it.
Figure 10-2: Port Layer State Machine Overview
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The Port Layer consists of two types of state machines: one PL_OC (Port Layer
Overall Control) state machine and a separate PL_PM (Port Layer Phy Manager) state machine to support each Phy contained in the port. This layer also
contains buffers to queue up outgoing transactions, and timers to verify that
operations happen in a timely manner.
The PL_OC state machine accepts outgoing frames from the Transport Layer
and pools them into groups that are all targeting the same address. The number
of these groups available is vendor specific. When frames have been queued,
the PL_OC sends a request to one of the PL_PM state machines to open a connection and drain out one of the pools to that phy. The PL_PM state machine
receives requests from the PL_OC and interfaces with the Link Layer of that
Phy to manage the needed connection.

PL_OC State Machine
In a fashion similar to the Transport Layer’s frame router (see “Transport Layer
State Machines” on page 245), the single PL_OC for a given port receives frames
and parcels them out to one of the PL_PM state machines. Note that the number
of available PL_PM state machines depends on the number of phys that were
allocated for this port. Narrow ports, for example, would have only one Phy
and thus their Port Layer would only have one PL_PM state machine. The
PL_OC state machine is shown in a simplified form in Figure 10-3, from which
it can be seen that there are only two states. The default Idle state is entered
after reset and exits to the Overall_Control state as soon as at least one Phy for
this port reports that it is enabled. As long as any phys remain enabled, the state
machine will remain in this state.
As a note about the illustration, the dark lines with arrows represent state transitions and the white block arrows represent messages between layers. The
communication between the state machines within the same layer, such as
between the PL_OC and the PL_PM, are not shown to keep the illustrations
simple and readable.
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Figure 10-3: PL_OC State Machine
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Transport Layer Messages
In the PL_OC2: Overall_Control state, requests arrive from the Transport Layer,
and responses are returned to it, as listed below:
•

•

•

Transmit Frame: This is a request to transmit a frame as described in the
example of Figure 10-5 on page 267. A frame has been constructed in the
Transport Layer and needs to be sent out.
Cancel: The Transport Layer can determine that a previously queued transaction is no longer necessary and can be removed from the pool. All frames
that match the destination address and tag of this request will be removed
from the pool of pending transmit frames. If the frame has already been forwarded to a PL_PM, then a Cancel message will also be sent to that state
machine with the tag of the transaction. If the connection has not yet been
opened, the PL_PM will send a Stop Arb request to the Link Layer to abandon the open request. If the connection is already established, the PL_PM
will discard any transmit frame requests for that tag, send a message confirming the transmission cancellation to the Transport Layer, and discard
messages regarding previous transmit frame requests for that tag.
SMP Transmit Break: If this message arrives from the Transport Layer, it
will be forwarded to the PL_PM state machine associated with that SMP
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The Previous Chapter
The previous chapter described the Port Layer of the SAS architecture along
with the state machines used in the standard to explain its behavior, and the
messages passed to and from it in support of the other layers. The function of
this layer is primarily to select a Phy for an outgoing request from the phys
which share the same address and are therefore grouped into the same port.

This Chapter
This chapter introduces the Link Layer, which can rightly be considered the
heart of the SAS architecture because the lion’s share of the standard is devoted
to describing its functions. There is so much to cover, in fact, that it is broken up
into four blocks: Serial support, Connection management, Arbitration, and Protocol differences between the different types of connections.

The Next Chapter
The next chapter is the first of the Link Layer sub-blocks and describes the functions carried out by the Link Layer in support of serial transmission. All serial
transports have the same basic tasks that must be accomplished to prepare the
information for serial transmission or to reverse that process for received packets, and in SAS, most of these steps take place in the Link Layer.

Introduction
The Link Layer comprises the biggest part of the SAS standard and is thus perhaps the heart of the SAS architecture. As shown in Figure 11-1, it resides hierarchically between the Port Layer and Phy Layer.
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Figure 11-1: SAS Layers in Hardware
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The responsibilities of this layer include the following:
•
•
•
•
•
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•
•
•
•

Scrambling
Connection Management
Generation of Idle cycles
Byte Ordering

In an effort to make this long section of the standard more manageable, these
topics are broken into four chapters. The first three responsibilities are
described in this chapter, and most of the rest are covered in the chapter on
Serial Support. Connection management merits a chapter of its own to discuss
the means for establishing and maintaining connections across a SAS fabric.
Finally, some of the Link Layer responsibilities are protocol specific and these
differences are discussed in the last of the Link Layer chapters.
To better illustrate the logical blocks within the Link Layer, consider the diagram shown in Figure 11-2. Here it can be seen that there are some parts common to all devices, such as the SL (SAS Link) transmitter that receives
transmission requests from the general state machines and responds with the
status of the transmission. There are also some parts that are not common, like
the XL state machine that is present in expander ports but not elsewhere.
To give some motivation for what follows, we’ll first explore the process of
opening a connection and using it for frame transmission. Then we’ll be ready
to look at the sequence of transmission for each protocol.
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Figure 11-2: Link Layer Block Diagram
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Address Frames
Figure 11-3 shows a ladder diagram that illustrates the beginning of a connection. Every connection begins with an OPEN address frame, which is bounded
by SOAF (Start of Address Frame) and EOAF (End of Address Frame) primi-
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tives. In the example shown, an AIP primitive (Arbitration In Progress) is
received in response to the OPEN request, indicating that an expander is routing the request toward it’s destination. The expander continues to send this
response periodically until it’s able to route the request to the destination Phy.
Later, an OPEN_ACCEPT or OPEN_REJECT primitive is returned to inform the
requester regarding the final status of this connection request.
Figure 11-3: Opening a Connection
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time
The contents of an address frame are as shown in Figure 11-4 on page 278. The
frame begins with an SOAF primitive, followed by the frame-dependent bytes
containing the request and destination address. Next is the CRC, used to verify
transmission integrity, and then an EOAF primitive that indicates the end of the
frame There are two types of these frames: the OPEN address frame and the
IDENTIFY address frame.
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The Previous Chapter
The previous chapter introduced the Link Layer responsibilities from a high
level and described the four logical sub-blocks of this layer.

This Chapter
This chapter is the first of the four Link Layer sub-blocks. It describes the steps
that are taken to prepare frames for serial transmission and then how those
steps are undone at the receiver to recover the original information.

The Next Chapter
The next chapter describes the second sub-block of the Link Layer - connection
management. This involves the steps for opening a new connection across a
SAS topology, maintaining that connection with flow control and ACK/NAK
protocol, and then closing the connection when it’s no longer needed or has
timed out.

Introduction
There are several functions needed in support of any serial transport that are
defined as Link Layer responsibilities in SAS. Three functions are described in
this chapter:
•
•
•

Clock Compensation,
CRC Generation and Checking, and
Scrambling.
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Clock Compensation
All serial interfaces embed the clock into the data at the transmitter and recover
it at the receiver, eliminating the need for a common reference clock and allowing much higher frequencies. However, this also means the transmitter and
receiver clocks are essentially asynchronous to each other. When data is latched
into the receiver it crosses from the transmitter’s clock domain into the
receiver’s clock domain. To compensate for the slight differences between the
transmitter and receiver clock frequencies a receive buffer called an elastic
buffer is employed. It is in this buffer that bits actually cross from one clock
domain to the other, by latching the data into the buffer with one clock and
latching it out with the other clock.

Elastic Buffer
Figure 12-1 shows several parts of the Phy Layer and Physical Layer that we’ll
come back to later, and highlights the elastic buffer, which is the first item in the
receive path for the Link Layer. The elastic buffer clocks data in with the clock
that was recovered by the receiver, and then clocks data out with the local clock
of the device.
The Link Layer receives the data stream from the Phy Layer after it has been
properly grouped into dwords. Recall that a dword is four bytes, each of which
is encoded into 10 bits for transmission, meaning 40 bits on the wire represents
one dword. The receiver recovers the transmit clock and latches the bits into a
40-bit buffer, then clocks them out in parallel at one-fortieth of that rate. (To
learn more about embedding and recovering the clock refer to Chapter 16, entitled "Phy Layer," on page 365.) The 10-bit characters then go through a 10b/8b
decoder to recover the original 8-bit bytes plus an indication of whether each
byte is a control character. Recall that a control character in the first byte would
mean a dword is actually a primitive. Finally the 1/40 receiver clock is also used
to clock the dwords into the elastic buffer.
The local clock of the receiver clocks the dwords out of the elastic buffer. Even
though the local clock is very close to the same frequency from the receiver’s
recovered clock, they are still technically asynchronous to each other because
the difference in their timing cannot be perfectly predicted. This is where the
data crosses from one clock domain into the other.
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Figure 12-1: Link Layer Receiver: Elastic Buffer
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Crossing Clock Domains
Crossing clock domains, which happens in the elastic buffer, involves latching
incoming data with one clock that was generated by a system using a different
clock. For a SAS environment, there are a couple of considerations in this
regard.

Frequency Difference Can Change
First, the frequency difference between the transmit and receive clocks is specified to remain within a legal range but can change dynamically within that
range according to temperature or voltage changes. At any given time the transmitter’s clock may be slightly faster or slightly slower than the receiver’s clock.
If the transmitter’s clock is running faster, the receiver’s buffer will begin to
approach an overflow condition as the dwords come in to the elastic buffer
faster than they are taken out. To compensate, the transmitter is required to
inject ALIGN characters that can be discarded at the receiver as needed. This is
shown in Figure 12-2, where it can be seen that the injection of the ALIGN prim-
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itives is done in the Phy Layer. We can also see that the injection of these primitives is a very high priority, since no Link Layer traffic can override their
transmission. When the elastic buffer approaches an overflow condition the
monitoring logic can remove one or more of the ALIGNs and empty the buffer
that way. It doesn’t matter that the ALIGNs are removed because the logic after
the elastic buffer will discard them from the data stream anyway.
Figure 12-2: Transmitter Injection of ALIGNs

From Link Layer

Insert ALIGN primitives as required by
protocol and clock management

Phy Layer
Clock Skew
Mgt

To Physical Layer

If, on the other hand, the receiver’s clock is faster, the receive buffer would
eventually underflow because the dwords are being removed faster than they
are being inserted. The solution in this case is for the logic that evaluates the status of the elastic buffer to inject more ALIGNs into the buffer as needed. The
size of the elastic buffer is not specified in the standard, but will need to have a
few entries to be able to compensate for the possible differences in the clock.

Metastability Risk
Second, whenever signals arrive asynchronously at the receiver there is a risk of
metastability at the input register. This happens because the register that samples the input has timing parameters, such as setup and hold times, that must
be met for reliable operation. However, when the input is asynchronous to the
clock this timing cannot be guaranteed. If those times are violated, the output of
that register can end up at a value that is neither one nor zero, but an intermediate state. How long the output will stay in this state before finally resolving to
one or zero is design-dependent, but it can be long enough to cause trouble for
subsequent logic that is using it. The common method for robustly guarding
against this problem is to implement a multi-stage register that acts as a synchronizer. In the example shown in Figure 12-3, the first register feeds a second
one without any intervening combinatorial logic, giving the output of the first
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stage more time to settle out from a possible metastable state before the last
stage is clocked. While there is no method that can completely eliminate the
possibility of metastability, adding more input register stages results in a large
reduction in MTBF (Mean Time Between Failures) and is consequently a common design technique. The actual number of registers implemented represents
a trade-off between cost and improved MTBF.
Figure 12-3: Metastability Synchronizer (Elastic Buffer Stages)
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The place where the risk of metastability exists in a SAS receiver is in the Elastic
Buffer, because that’s where the incoming data is clocked with the receiver’s
local clock. Designers may wish to implement another register stage in the elastic buffer to protect against this problem. Discussions with SAS designers at the
time of this writing indicated that they expected the typical size of a SAS elastic
buffer to be around 4 entries deep.

Elastic Buffer Design
The standard does not give design details regarding the size and design of the
elastic buffer, leaving it as a vendor-specific implementation. An illustration of
how this might be implemented is shown in Figure 12-4, where the goal is to
always keep the buffer half full using the incoming data stream. If the local
clock is running faster, after a certain time the last entry in the buffer will get
clocked out before another dword arrives at the receiver. If the next local clock
arrives before incoming data arrives, the buffer will have no data to give and an
underflow condition results. The solution is simply to recognize this condition
and insert an ALIGN primitive into the dword stream instead of the expected
data. As mentioned earlier, ALIGNs are ignored by the rest of the receiver logic,
so there is no harm in adding them to the incoming stream.
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Link Layer Connection
Management

The Previous Chapter
The previous chapter covered Link Layer Serial Support, and described the various aspects of preparing dwords for serial transmission. These include the generation and checking of the CRC to verify data integrity, scrambling and
descrambling to prevent repeated patterns on the link, and compensation for
the slight frequency variations between transmitter and receiver clocks.

This Chapter
This chapter describes the second sub-block of the Link Layer - connection management. This involves the steps for opening a new connection across a SAS
topology, maintaining that connection with flow control and ACK/NAK protocol, and then closing the connection when it’s no longer needed or has timed
out.

The Next Chapter
The third of the specific Link Layer chapters explores how competing connection requests are arbitrated within expanders. This includes deciding between
requests competing for the same resources and handling deadlock or livelock
conditions in a non-trivial system.

Introduction
To communicate, devices on a SAS network must establish connections that
permit them to temporarily take control of a path through the network in order
to exchange frames. The frames themselves are requested and constructed at
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higher levels, but the protocol on the link used to send and receive them is a
Link Layer responsibility. The Link Layer tasks involved in meeting these
responsibilities include management of the following:
•
•
•
•
•
•
•

Opening and Closing a Connection
SSP ACK/NAK Protocol
SSP Flow Control
STP OK/ERR Protocol
STP Flow Control
STP Affiliations
SMP Protocol

This chapter focuses on the opening and closing of connections. Because they
are specific to the protocol being used for the connection, the rest of these topics
are described in Chapter 15, entitled "Link Layer - Protocol Differences," on
page 345.

Opening a Connection
For this discussion, recall that a connection is a temporary association between
two SAS device Phys. Transactions are sent to specific addresses, but a connection is actually established between two available Phys. Consequently, a wide
port with more than one Phy can establish more than one connection at the
same time.
Frames for all three protocols supported by SAS are managed at the Link Layer,
which coordinates the process of sending or receiving them on the link. When
the Port Layer queues up a transmission request, it checks to see whether a connection to the destination address is already active. If not, a connection request
is sent to the Link Layer of an available phy. The Link Layer then begins the
process of opening the connection, and that starts with the construction of the
OPEN address frame. The details of this frame were discussed in an earlier
chapter, but the frame format is repeated here in Table 13-1 on page 316 for convenience (refer to Table 11-1 on page 278 for a description of each field in this
frame). An example of the basic protocol is shown in the trace capture of Figure
13-1 on page 315, using an HBA connected directly to a SAS drive. The capture
shows an OPEN frame with the parameters it used and an OPEN_ACCEPT
returned by the target drive.
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Figure 13-1: Simple OPEN Address Frame and Response
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The OPEN address frame, which can only be sent when the link is idle, specifies
the destination address for the connection and provides several fields, such as
Arbitration Wait Time, that are used to resolve any arbitration issues. The
sender’s source address is included, too, both as another factor in arbitration
decisions and to provide a return address to the receiver. That allows the
receiver to establish the I_T Nexus of the connection and thus to be able to
reconnect with the sender in the event that the connection needs to be closed
and reopened later.

Connection Example
Opening the Connection
To step through the process of establishing a connection, consider an example
based on the topology shown in Figure 13-2. For simplicity, this example will
not consider arbitration, which is covered in Chapter 14, entitled "Link Layer Arbitration," on page 333. Assuming the HBA at the bottom of the drawing
wishes to send a frame to fetch data from SAS device A in the network, the Link
Layer in the HBA port will begin by constructing and sending an OPEN
address frame (see Table 13-1) on one of its available phys.
Table 13-1: OPEN Address Frame
Byte

Bit 7

Bits 6 - 4

Bits 3 - 0

0

Initiator
Port

Protocol

Address Frame Type = 1

1
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Features (= 0 for now)

Connection Rate

2 to 3

Initiator Connection Tag

4 to 11

Destination SAS Address

12 to 19

Source SAS Address

20

Compatible Features (= 0 for now)

21

Pathway Blocked Count

22 to 23

Arbitration Wait Time
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Table 13-1: OPEN Address Frame
Byte

Bit 7

Bits 6 - 4

Bits 3 - 0

24 to 27

More Compatible Features (= 0 for now)

28 to 31

CRC

Figure 13-2: Connection Example Topology
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The fields for the OPEN frame used to establish this connection are described in
the text that follows.
Initiator Port: Set to one because the HBA port is acting as an initiator.
Protocol: Set to SSP (001b) because a SAS device is being targeted.
Address Frame Type: Set to one to indicate that this is an OPEN address frame.
Connection Rate: Assuming the device is 3.0GHz capable, this is set to 9h.
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The Previous Chapter
The previous chapter described the process of opening and managing connections for SAS. That includes sending an address frame to request a connection
and receiving a response from the target device. Managing the connection
includes acknowledging the arrival of frames and handling flow control to
guarantee buffer space at the receiver.

This Chapter
This third link-layer-specific chapter explores how competing connection
requests are arbitrated within expanders. This includes deciding between
requests competing for the same resources and handling deadlock or livelock
conditions in a non-trivial system.

The Next Chapter
The last Link Layer chapter explores the differences in Link Layer responsibilities for each protocol, including how they each handle flow control and
acknowledgement of frame transmission.

Introduction
When more than one device in a SAS network attempts to establish a connection using the same path resources, there must be a mechanism for arbitrating
which device will win. In non-trivial networks there is also the possibility of a
deadlock or livelock condition if competing requests end up blocking each
other, and the system must have a way to prevent or resolve these as well.
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Arbitration Fairness
The factors that are used to determine arbitration fairness are shown in Table
14-1, reproduced from the section on “Arbitration Fairness” on page 512. Rather
than repeat parts of that discussion here, let’s consider some illustrative examples. First, consider the topology shown in Figure 14-1 on page 335, and assume
that the system is idle and then devices A, B, and D all initiate connection
requests at the same time. The first thing to happen is that all three will receive
AIP (NORMAL) from their nearby expander.
Table 14-1: Expander Phy to ECM Request
Message
Request Path

Arguments
presented with
Request Path
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Description
Request for a connection.
Arguments used for arbitration:
Arbitration Wait Time (AWT) - how long the request has
been waiting to be accepted or rejected
Source SAS Address - address of initiating device
Connection Rate - 1.5 Gb/s or 3.0 Gb/s
Retry Priority Status - set to Ignore AWT when AWT
should not be considered for arbitration
Partial Pathway Timeout Status - maintained by the
expander phy, this tracks how long the request has been
waiting when all expander phys at the destination port
are blocked waiting on partial pathways
Pathway Blocked Count - number of times this
connection has been retried by the originating device due
to being rejected with a pathway blocked status
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Figure 14-1: Arbitration Example
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Arbitration Example
Competition for Narrow Port
Assume expander 2 cannot find the destination address for the request from A
or the request from B, meaning they should both be routed to its subtractive
port. Since that is not a wide port, only one request will be allowed to proceed
and arbitration is necessary. The two requests are evaluated based on the contents of the OPEN address frame: first, the AWT (Arbitration Wait Time), then
the PBC (Pathway Blocked Count), then the Source SAS address, and finally,
the connection rate. Based on this comparison, assume the request from A wins
the arbitration and receives AIP (WAITING ON DEVICE) to indicate that the
request is making forward progress. Device B will continue to receive AIP
(NORMAL) as long as the request that has blocked it is still making progress.

Partial Pathway Timer
If expander 2, after forwarding the request to the fanout expander, receives AIP
(WAITING ON PARTIAL) in return, then the Phy handling the request from
device B would start the Partial Pathway Timeout counter. If the timer expired,
that would cause device B to receive an OPEN_REJECT (PATHWAY
BLOCKED). In that case device B would increment its PBC to give it a higher
priority for the next time. This process is the resolution to a possible deadlock

335

SAS Storage Architecture
scenario and is discussed in more detail in the next section, “Deadlock and
Livelock” on page 338.

Backoff-Reverse Path
Continuing with this example, we will now consider three possible cases: a
Backoff-Reverse Path, Crossing Requests, and a Backoff-Retry case. Starting
with the Backoff-Reverse Path case, assume the OPEN address frames from
devices A and D are targeting each other as the destination address and both
arrive at the fanout expander at the same time, as shown in Figure 14-2 below,
and both receive an AIP (NORMAL) in response.
Figure 14-2: Backoff-Reverse Path Example
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The expander ECM evaluates the requests based on AWT and source address
and determines that the request from device A wins the arbitration. The next
step is to forward the connection request from A on the port that connects to
device D. When edge expander 3 sees an OPEN address frame arrive after having already seen an AIP (NORMAL), that means it’s outgoing connection
request lost the arbitration in another expander. Since this incoming request has
a source address that matches the destination address of the outgoing request,
this is the reverse-path case. The request is guaranteed to succeed in connecting
to device D because the outgoing request from D had already made it this far.
Next, expander 3 forwards the OPEN address frame to device D, which also
recognizes that an incoming OPEN after already receiving an AIP (NORMAL)
means that it’s outgoing request has lost arbitration. Device D now has a happy
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ending to its rejected request because the device that has connected to it is in
fact the device it was trying to reach with it’s own request. In response to receiving the request, device D returns an OPEN_ACCEPT.

Crossing Requests
For the second example, assume devices A and D are again trying to send an
OPEN to each other, but this time we’ll change the timing of the connection
requests. Instead of arriving at the fanout expander together, assume the
request from device A is being forwarded to expander 3 at the same time the
request from device D is being forwarded to the fanout expander. In this case,
the requests cross on the wire, as shown in Figure 14-3. This time both expanders 1 and 3 will compare the contents of the OPEN frames to determine an arbitration winner. If the request from A wins again, both expanders will recognize
it and expander 3 will forward the request to device D, which recognizes as
before that it’s OPEN request has lost the arbitration and it will need to evaluate
the incoming OPEN instead.
Figure 14-3: Crossing-On-the-Wire Example
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Backoff-Retry
Finally, for the third example, consider the case in which the requests from A
and D both arrive at the fanout expander at the same time as before, but this
time let the request from A be targeting device E instead, as shown in Figure 144. Assuming the request from A wins as usual, the difference now is that there
is no guarantee that the request will win the arbitration in expander 3 because,
unlike the backoff-reverse path case, the request that lost the arbitration in
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Link Layer Protocol
Differences

The Previous Chapter
The previous chapter explored how competing connection requests are arbitrated within expanders. This includes deciding between requests competing
for the same resources and handling deadlock or livelock conditions in a nontrivial system.

This Chapter
This chapter describes the Link Layer responsibilities that are unique to each of
the supported protocols, such as the mechanisms for flow control and acknowledgement of received frames. This discussion includes a description of the protocol-specific state machines.

The Next Chapter
The next chapter describes the responsibilities of the Phy Layer, which prepares
the packets forwarded from the upper layers for serial transmission. These
responsibilities include encoding and decoding of bytes into 10-bit symbols,
managing clock skew between devices, and handling the OOB (out of band) signaling used for link initialization.

Introduction
Link Layer responsibilities within connections for the possible protocols are
similar, but the way they are carried out varies. For example, flow control is
handled quite differently between SSP and STP connections, and is not a factor
at all in SMP connections.
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The Link Layer tasks involved in meeting these responsibilities include the following:
•
•

SSP: ACK/NAK Protocol and Flow Control
SMP: Single Response

Flow Control
To start, assume an SSP connection has already been established using the same
topology and devices as the example covered in the previous chapter and illustrated here in Figure 15-1. The connection is ready to transmit frames but SSP
flow control rules ordinarily require that no frames arrive before the receiver
explicitly indicates readiness to receive them.
Figure 15-1: SSP Connection Example
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Exception Case
There is an exception to this case called the First Burst mechanism that gives an
initiator permission to send one burst of a certain data size without waiting for
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an XFER_RDY frame from the target. This exception is carried over from other
transports and is more useful in high-latency environments. Since SAS was
designed to expect short latencies and, in fact, may have trouble operating correctly if latencies become excessive, it is not expected that this case will find
much use in SAS. Experts with whom the author spoke regarding this went so
far as to say that they encouraged designers not to use it for SAS topologies.

Normal Case
Normally, therefore, before any frames can be sent the devices must indicate
their readiness by sending an RRDY primitive. To avoid any confusion at this
point, recall that RRDYs are primitives and therefore do not count as frames
themselves. No flow control permission is needed to send primitives.
One RRDY indicates that the device can accept one frame with up to 1KB of
data. A target device is required to send at least one RRDY if it accepts the connection request; if it cannot send an RRDY for some reason (e.g.: buffers are
full), then it is not allowed to accept the connection. For initiators, sending
RRDY is optional, but is commonly done when the connection is opened
because the target may have data frames to return or because it will need to
send XFER_RDY for a write command. Note that only SSP supports full-duplex
traffic. STP connections are only half-duplex even though confirmation of link
activity is returned during a FIS. SMP connections are also half duplex because
they send only one request and one response before closing. SSP frames can be
sent in both directions at the same time, but the devices must give RRDYs to
make that possible. Each RRDY primitive is counted as it is received, so a device
can send several RRDYs to indicate a readiness to receive several frames and
thus a larger amount of data, even though each frame is limited to 1KB.

Setting Up a Write Command
If the command from the initiator is a write, the next step is for the target to
indicate when it is ready to accept the write data. This is accomplished by sending an XFER_RDY frame that specifies how much buffer space is available. In
the example illustrated in Figure 15-2, assume that the HBA sends a SCSI Write
command to device A, desiring to send a 4KB batch of data to the target.
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Figure 15-2: SSP Flow Control Example
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The SCSI protocol puts the target in control of data transfers on the bus, which
means the initiator must wait for permission from the target before sending the
data. This simplifies target design because the initiator is not allowed to “push”
data at the target, and the target does not have to be designed to accept unsolicited data. Instead, when the target has prepared buffer space it then returns an
XFER_RDY frame to the initiator specifying both the amount of data that can be
accepted and the offset that is associated with it in memory space. The offset is
normally zero on the first XFER_RDY and set to the sum of previously sent data
for subsequent XFER_RDYs. The offset serves primarily as a confirmation that
both devices are in sync about where this data should go. If the offset doesn’t
match what the initiator expects to see, the initiator discards the frame and
aborts the command because it means the target has lost track of where the data
should go, perhaps because it has lost data or had some other serious problem,
making it pointless to continue.
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In the example, the target indicates an XFER_RDY with data length of 2KB and
offset of zero. At this point, all of the frame transfer credits in both directions
have been consumed and the flow of frames is stopped until more RRDYs are
sent to give permission for them. If the target now returns two RRDY primitives, the meaning to the initiator is that the target is ready for half of the data
and can only accept two frames.

Finishing the Write Command
Continuing this example, if the initiator sends two data frames it must then wait
for permission from the target to send any more frames. If the frames each contain the maximum 1KB of data, then those two will consume all the available
buffer space. That means the initiator will need to receive another XFER_RDY
frame from the target before it can send more data. Since the XFER_RDY is itself
a frame, the initiator will first need to send another RRDY to the target to indicate readiness to accept that frame. After the HBA sends one RRDY, the target
responds with the XFER_RDY frame of data length 2KB and offset of 2KB and
follows that with two more RRDYs, giving the HBA the same permission it had
previously. The HBA responds by again sending two data frames with 1KB
each to finish the write transfer, and one more RRDY to the target to give permission for a response frame. The Response frame is then sent by the target to
give the status of the just-executed command and the write command is now
completed. However, the connection is not automatically closed. It remains
open and available for new commands or responses to previously queued commands until the devices decide to close it.

Frame Acknowledgement (ACK/NAK Handshake)
In the flow control example above, the interactions between devices were simplified to make it easier to see the flow control handshakes. One important
aspect of SSP communications that was not shown is the acknowledgement,
positively or negatively, of every frame that is sent across the link. This handshake is actually very simple, and there are two versions of it: interlocked and
non-interlocked.

Interlocked Frames
All frames except data frames are interlocked, which means that another frame
cannot be sent until receipt of the previous frame has been acknowledged with
ACK or NAK. ACK affirms the good receipt of a frame while NAK, or negative
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Phy Layer

The Previous Chapter
The previous chapter described the Link Layer responsibilities that are unique
to each of the supported protocols, such as the mechanisms for flow control and
acknowledgement of received frames. This discussion included a description of
the protocol-specific state machines.

This Chapter
This chapter describes the responsibilities of the Phy Layer, which prepares the
packets forwarded from the upper layers for serial transmission on the wire.
These responsibilities include encoding and decoding of bytes into 10-bit symbols, managing clock skew between devices, and handling the OOB (out of
band) signaling used for link initialization.

The Next Chapter
The next chapter covers the Physical Layer, which describes the electrical characteristics of the differential transmitter and receiver used to transmit the bits
across the wire, and includes a discussion of the four interface environments
defined for use with SAS. Apart from the discussion about the analog transmitter and receiver sections, the Physical Layer is largely concerned with the passive interface that includes backplanes, cables, and connectors.

Introduction
After all the work that has been done to create a frame or primitive for transmission, it is the Phy Layer that the final piece of logic that it will pass through
before it reaches the differential output driver. As shown in Figure 16-1 on page
366, this layer resides hierarchically between the Link Layer and Physical Layer.
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Figure 16-1: SAS Block Diagram
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The responsibilities of this layer on the transmit side include:
•
•
•
•
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Insertion of primitives for Clock skew management
8b/10b encoding of outgoing bytes
Generation of the Phy reset sequence
Generation of the OOB (Out of Band) signaling, and primitives for speed
negotiation, that are used during initialization

Chapter 16: Phy Layer
The responsibilities on the receive side are:
•
•
•
•

8b/10b decode of received bytes
Clock recovery and establishing dword synchronization
Detection of Phy reset sequences
Detection of OOB signals and speed negotiation primitives

Clock Management Primitives
Figure 16-2 below helps illustrate the overall transmit data path from the Link
Layer through the Phy Layer. One thing this shows is the relative priority of
injection of primitives. For example, the insertion of ALIGN primitives for clock
compensation is a much higher priority than ALIGN primitives inserted in the
Link Layer for rate matching. They cannot be delayed by any other inputs
except the OOB signals and ALIGNs used in the Phy reset sequence.
Figure 16-2: Phy Transmit Data Path
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Primitive Injection Rate
The rate of this injection is frequency dependent: at 1.5 Gb/s, the required rate
is one ALIGN or NOTIFY within every 2048 dwords; at 3.0 Gb/s, the required
rate is two ALIGNs or NOTIFYs within every 4096 dwords. At the higher rate,
there is no requirement for the ALIGNs to be distributed, so they can legally be
sent back-to-back. Expanders have a little more to manage, because the clock
domains on two different phys which are internally connected will not be the
same. Consequently, expanders aren’t required to pass through the same number of ALIGNs or NOTIFYs that they see on a source phy, but are allowed to
change the number as needed to satisfy the destination phy. One simple
approach that the standard mentions in this regard, but does not require, is that
an expander can remove all the ALIGNs and NOTIFYs from an incoming path
and then simply insert them at the outgoing Phy as needed.
Figure 16-2 on page 367 clarifies this somewhat, but it’s worth mentioning here
that the insertion of primitives for clock management is unrelated to the insertion of other primitives for things like rate matching, for example. An ALIGN
inserted for one purpose cannot be counted against the number needed for
another purpose.
A similar illustration is given in Figure 16-3 on page 369 for the receive side
data path. Phy Layer responsibilities shown here include 8b/10b decoding of
the data stream into recognizable control and data bytes, and the detection and
synchronization of incoming dwords. When the data stream leaves the Phy
Layer to go into the Link Layer, the receivers there all see it at the same time and
just take what they need from it. Another block diagram that shows the Phy
layer components in relation to its neighboring layers is shown in Figure 16-4
on page 370.
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Figure 16-3: Phy Receive Data Path
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Physical Layer

The Previous Chapter
The previous chapter described the Phy Layer, which prepares the packets forwarded from the upper layers for serial transmission. That includes encoding 8bit bytes into 10-bit symbols, managing clock skew between devices, and handling the OOB (out of band) signaling used for link initialization.

This Chapter
This chapter describes the electrical characteristics of the differential transmitter
and receiver used to transmit the bits across the wire, and includes a discussion
of the four interface environments defined for use with SAS. Apart from the discussion about the analog transmitter and receiver, the Physical Layer is largely
concerned with the passive interface that includes backplanes, cables, and connectors.

The Next Chapter
The next chapter gives the second part of the Physical Layer definition in the
standard, discussing the passive cables and connectors that are used to connect
devices to each other.

Introduction
The SAS Physical Layer defines the lowest-level details of the interconnect in
two parts: the transmitter/receiver electrical characteristics, and the passive
interconnect (i.e., cables and connectors). This chapter will focus on the first
part of that definition, while the next chapter will go into the second part.
While the standard does not say so directly, it makes sense for the actual highspeed differential interface to reside in this layer for two reasons. First, this
high-speed analog circuitry makes a good candidate for a separate design module. ASIC designers familiar with digital design would be unlikely to have the

411

SAS Storage Architecture
necessary expertise to develop a robust high-speed circuit of this type, and
might prefer to purchase it as a module from another vendor instead. Specifying this interface as a separate layer facilitates this division of labor.
Secondly, the electrical properties of the drivers and receivers are part of what
defines the interconnects, so it makes sense to describe the electrical characteristics with the passive components (cables and connectors). As shown in Figure
17-1 on page 412, the Physical Layer is described by clause number 5 of the SAS
standard. A block diagram showing the receiver side interface of this layer is
shown in Figure 17-2 on page 413.
Figure 17-1: SAS Layers
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Figure 17-2: Physical Layer Receive Block Diagram

Physical Layer

Phy Layer

Link Layer

Dword
Synch

Buff
Buffer
f er

8b/10b
8
b/10b
D
ecoder
Decoder
8b/10b
8
b/10b
32b
40b D
ecoder
Decoder
Dword
Detection
8b/10b
8
b/10b
Decoder
D
ecoder
Data/
8b/10b
8
b/10b
Primitive
Decoder
D
ecoder
Rx
Clock

Rx+
Differential
Rx- Receiver

Serial Bit
Stream

Rx
Rx Clock Clock/40
Recovery

32

Elastic
Buffer
Buff
f er

Control

Data/
Primitive
Indicator
Local
Clock

Local
Clock PLL

Electrical Interface
The SAS transmitter changes the serialized bits received from the Phy Layer
into a differential, NRZ (non-return to zero) encoded signal with a peak-to-peak
voltage of between 400 and 600mV for SATA and between 325 and 1600mV for
SAS. There are other signal encoding schemes that might have been chosen. For
example, PAM-4 (Pulse Amplitude Modulated) encoding uses a multi-level
voltage scheme to increase bandwidth by increasing the number of bits visible
in each time interval. The problem with such schemes is that they make both
transmitter and receiver more complex, and recovering multi-level signals is
more difficult and more susceptible to noise. The SAS standard writers evidently chose NRZ because of its relative simplicity and robust operation and
because it has been used successfully in many earlier serial architectures. There
is room for concern even with NRZ, though, because the working group investigating 6.0 Gb/s implementation for the third generation of SAS speeds has
found that NRZ evidently does not work as well at the higher speeds. Another
signal encoding scheme may yet be needed for future generations of SAS, but
the consensus seems to be that it will be acceptable for 6.0 Gb/s.
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Differential Signaling
The SAS interface uses low-voltage differential signaling to transmit the bit
stream across the transmission medium. Differential transmitters use mirrorimage positive and negative versions of the same signal to transmit the bits
across a link. The receiver uses both signals to recover the transmitted bits by
evaluating the difference between them. Although this requires twice as many
pins to implement as a single-ended signaling environment, differential offers
several advantages.

Advantage: Common-Mode Noise Rejection
The first and most important of these is called “common-mode noise rejection”
and a little background may be helpful for those new to this term. First, differential allows the use of smaller voltage swings, because the receiver will compare the two signals and thus will see twice the voltage level versus looking at
only one signal. Low voltage signaling has other benefits described later, but is
also inherently more susceptible to noise. Fortunately, differential signaling
reduces that susceptibility because noise that affects the positive signal is very
likely to affect the negative signal by the same amount and they tend to cancel
each other out. One reason for this is that the signals are routed in pairs and
generally in close proximity to each other.
Consider the example shown in Figure 17-3 on page 415, which shows a differential transmission line affected by two types of voltage noise. In one case,
ground bounce or some other noise has momentarily changed the reference
voltage used for single-ended signals. The differential receiver is unaffected by
this because it doesn’t compare the signals to the reference, but to each other. In
the other case, transient environmental noise causes a voltage spike. Since both
signals are affected by such events to approximately the same degree, the
receiver is again able to see the intended signal and remains largely unaffected
by the noise. Single-ended signals could easily suffer loss of signal integrity in
either of these cases, but a differential receiver sees very little change.
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Figure 17-3: Differential Signaling Rejects Common-Mode Noise
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Before leaving this topic, it seems prudent to point out that the minimum
amount of common-mode voltage that a SAS receiver is required to tolerate is
actually fairly small at 150mv peak-to-peak (see Table 17-5 on page 422). Some
devices in use today are sensitive to this, mainly because of the OOB detect circuitry they employ, and won’t tolerate much more than the minimum. Clearly,
system designers should make the effort to build margin into their systems
wherever possible so as to leave more margin available for devices that only tolerate the minimums. One way to do that is to put stricter requirements on the
transmission medium and termination used. For example, the differential
impedance is listed as 100 ohms nominal but, for a variety of reasons, many
board designs vary from that quite a bit. Getting this value as close as possible
to exactly 100 ohms will improve the transmission characteristics and thus
improve the budget for other parts of the system. Similarly, the receiver common-mode impedance is listed as 20 ohms min and 40 ohms max. Designers
should make every effort to get these values balanced between the differential
pair as much as possible. Balancing the impedance of the two signals helps
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Cables and
Connectors

The Previous Chapter
The previous chapter described the electrical characteristics of the differential
transmitter and receiver used to transmit the bits across the wire, and included
a discussion of the four interface environments defined for use with SAS. Apart
from the discussion about the analog transmitter and receiver, the Physical
Layer is largely concerned with the passive interface that includes backplanes,
cables, and connectors.

This Chapter
This chapter describes the second part of the Physical Layer definition, discussing the passive cables and connectors used to connect devices to each other.

The Next Chapter
The next chapter describes the function and responsibilities of the various layers in support of SATA.

Introduction
This second part of the SAS Physical Layer describes the passive interconnect,
or the cables and connectors used to physically attach devices. These are
designed to be compatible with SATA cabling and interfaces so that a SATA
device can plug directly into a SAS interface. They are also designed to support
different signaling environments as well.
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Interconnect Environments
The SAS standard defines four interconnect environments: Drive backplane,
Drive cable, Internal cable, and External cable environments. One significant
difference between backplane and cable environments is that backplane connectors are usually designed with characteristics that support hot-plug operations,
such as staggered pins and guided connecting mechanisms. Cable plugs, on the
other hand, are expected to be hand-attached so cable environments do not
always share those characteristics. In addition, for the internal environment the
cables are designed to be backward compatible with existing SATA cables that
were not intended for hot plug use. A block diagram of the internal cable and
connector usage for SATA is shown in Figure 18-1, while the corresponding diagram for SAS is shown in Figure 18-2 on page 435.
Figure 18-1: SATA Cable and Backplane Environments
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Figure 18-2: SAS Single-Port Cable and Dual-Port Backplane Environments
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As can be seen from these simple diagrams, the difference between SAS and
SATA is the option of a second data port and a dedicated LED indicator. A
SATA drive can also use that LED pin (pin 11 of the power connector) for an
LED activity indicator, although it’s not designed to drive the LED directly and
must send it to the host or other logic for help with that function. SATA also
uses pin 11 as an input during initialization to determine whether an automatic
spinup is permitted. Note that the SAS and SATA connectors are not interchangeable. The SATA connector leaves a gap between the power pins and the
signal pins, as shown in Figure 18-3 on page 436, whereas the SAS connector
fills in the gap on the connector. This prevents a SAS device from plugging into
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a SATA backplane but allows a SATA device to plug into a SAS connector. The
SAS connector is also designed to support two ports, and the bridge across that
gap is used for the signals of the second port, as shown in Figure 18-4 on page
437.
Figure 18-3: SATA Backplane Connector
Illustration courtesy of Molex
Device plug
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Serial ATA
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Internal Connectors
In addition to the SATA-style signal plug for which SAS maintains backward
compatibility, the SAS standard defines three other drive connectors for internal use. These include the plug attached to the drive itself, shown in Figure 184, and two receptacles for the plug. The receptacles into which the plug is mated
include a backplane receptacle shown in Figure 18-5, and a single- or dualported cable receptacle. The dual-ported cable version is shown in Figure 18-6;
the single-ported version simply omits the pins for the secondary port. All the
receptacle types can support SAS and SATA drives.
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Figure 18-4: SAS Drive Plug Connector
Illustration courtesy of Molex

Figure 18-5: SAS Drive Backplane Receptacle
Illustration courtesy of Molex
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SATA Support

The Previous Chapter
The previous chapter described the second part of the Physical Layer definition,
and discussed the passive cables and connectors used to connect devices to each
other.

This Chapter
This chapter describes the function and responsibilities of the various layers in
support of SATA. This support is optional for SAS devices and so, rather than
describe how each part of it operates in the context of the earlier SSP chapters,
all of the discussion on STP is presented together here.

The Next Chapter
The next chapter describes the hardware initialization process of SATA devices.
Much like SAS devices, the neighbors on the link undergo a sequence of steps
after reset to recognize that they are attached to a device and begin the process
of communicating with it. The overall process is simpler for SATA because one
device acts as the host or initiator and the other behaves as the target device.

Introduction
The expectation in this chapter is that the reader has progressed sequentially
through the book and is therefore familiar with the functions of the layers as
they relate to the SSP and SMP protocol support that are mandatory for a SAS
initiator or expander. The material presented here, then, is only that optional
part of the SAS protocol that is unique to SATA Tunneled Protocol (STP) connections.
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SATA Background
To understand the application of SATA to the SAS environment, it may be helpful to review some background. ATA and SATA are most commonly implemented in single-user environments. Consequently, there was little expectation
for more than two drives in a master/slave configuration, and that allowed the
protocol to be simple. SATA uses a dedicated point-to-point connection
between the target and the host. No provision was made in the HBA link to
access any other SATA devices in the system.

Programming Methods
Legacy Method
The application layer in legacy programming initiated an operation by having
the CPU write to a set of registers within the target device to inform it of the
command. When the command register was updated, the device would begin
to take action on it based on the parameters set up in the other registers.

AHCI (Advanced Host Controller Interface)
Newer systems have the application software construct a list of commands and
the scatter/gather lists for the data in a memory structure and then just inform
the HBA about the location of that structure. In that case, the HBA fetches each
frame, referred to as a FIS (Frame Information Structure), already properly formatted and forwards it to the drive. This method is described in a separate spec,
referred to as the AHCI, that was intended to give more definition and structure
to the SATA standard. By using one of these two programming methods, the
command is delivered to the drive which executes it. This process became a little more complicated when Port Multipliers and Port Selectors are used (see
“SATA II” on page 484) because they introduce more complex topologies, but
the basic process is still the same.

Register Access
In the ATA environment software wrote to a set of registers called Task File registers that were located within the drive. The ATA HBA simply passed writes
from the processor directly to these registers within the drive, as shown in Figure 19-1 on page 457. In SATA, a separate copy of these registers, called shadow
registers, are included in the HBA and software accesses these shadow registers
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instead of the registers within the drive. This allows the host to gather the register updates into larger, more efficient packets that are delivered to the drive at
high speed.
Figure 19-1: ATA Register Updates
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The SATA Interface Layered Definition
The layered architecture defined by the SATA specification is slightly different
from that of SAS. Figure 19-2 on page 458 shows the SATA layered hierarchy.
The primary responsibilities of each layer are summarized below:
Application Layer — This layer represents the programming interface for the
SATA environment. The programming interface is a simple register set
intended to provide software compatibility with ATA.
Transport Layer — This layer constructs and delivers the frames, which are
called “Frame Information Structures” or FISes by the SATA specification.
When receiving a FIS, this layer decodes the FIS and reports any errors to the
application layer.
Link Layer — In SATA the link layer manages virtually all of the link protocol.
During transmission, this layer generates a CRC for each FIS, scrambles the FIS
to reduce EMI, and generates the Primitives used in the SATA protocol. During
reception of FISes the inverse operations are performed.
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Physical Layer — During FIS transmission and reception this layer simply provides the SerDes and Transceiver functions. This layer is also responsible for
link initialization and speed detection.
The functionality of these layers is incorporated into the SAS layered structure
to support SATA.
Figure 19-2: SATA Layers

SATA application layer

SATA transport layer

SATA link layer

SATA physical layer

STP Supports SATA
The focus of the SATA Tunneled Protocol is to support the attachment of SATA
drives directly into a SAS network. This requires that SATA-compatible frames
and protocols be observed. Therefore, the primary focus is on the SAS Host Bus
Adapter (originator of SATA traffic) and on any expanders that are in the path
between the HBA and SATA drive (see Figure 19-3 on page 459).
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Figure 19-3: SAS Topology with SATA Drives Present
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As seen in Figure 19-4 on page 460, the SAS Application Layer, Transport Layer,
Link Layer, and Phy Layer optionally include a separate functional block for
SATA support. This is because of the different way SATA frames are requested
and constructed, and the way SATA (STP) connections are managed.
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The Previous Chapter
The previous chapter described the function and responsibilities of the various
layers in support of SATA. This support is optional for SAS devices and so,
rather than describe what it needs in the context of the earlier layer discussions,
it was aggregated there for convenience.

This Chapter
This chapter describes the hardware initialization process of SATA devices.
Much like SAS devices, the neighbors on the link undergo a sequence of steps
after reset to recognize that they are attached to a device and begin the process
of communicating with it. The overall process is simpler for SATA because one
device acts as the host or initiator and the other behaves as the target device.

Introduction
As with SAS devices, there are two parts to initializing a SATA device, and they
are very similar to those for SAS. The first is hardware based and happens after
a reset. Devices on either end of a link automatically begin the process of detecting whether another device is present and at what speeds the interface may be
run. There are some steps that have to take place before a receiver can recognize
dwords as information from the transmitter, and those are accomplished by the
hardware initialization process. The second part is software initialization, and
this optional step is under the control of the application software. It consists of
reading configuration information from the device and writing values into that
space to setup the desired parameters for the device. Since SATA programming
is defined by the SATA standard and no changes to it are required by a SAS system in support of a SATA device, it is not covered in this book. For more on that
topic, refer to MindShare’s upcoming book titled, SATA System Architecture.
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Hardware Initialization
General
The goal of hardware initialization is to accomplish the following steps:
1.
2.

Detect the presence of an attached device.
Negotiate the highest common transmission rate supported by both
devices.

SATA host and target devices have a fixed role as they participate in this process because each will only expect to be attached to the other type. Consequently, each device understands what their role will be.
The first step is accomplished using OOB signaling, as described in “OOB Signaling” on page 129. The next step is to negotiate the transfer speed on the link.
As part of this process, since a steady stream of data is received by both devices,
dword synchronization is achieved and receivers can begin to detect valid symbols and meaningful dwords in the data stream.
Both of these steps are taken whenever the Phy is reset. There are levels of reset
for a device, but all of them involve this part, referred to as the Phy reset
sequence, and will result in the hardware initialization steps.

Reset Sequence
As can be seen in Figure 20-1, the SATA version of the Link Reset is similar to
the SAS Phy reset and involves sending OOB and performing speed negotiation. The difference is that the Link reset is the same as the Phy reset because
SATA devices don’t have an Identification Sequence.
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Figure 20-1: SATA Link Reset Sequence
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OOB (Out of Band) Signaling
OOB communication is described in detail in the section called “OOB Signaling” on page 129, so here we just want to discuss the ways that OOB for a SATA
device differs from that for a SAS device.
For example, the peak-to-peak OOB signal voltages are different for SAS
(1600mV) and SATA (700mV). Consequently, for devices designed to support
SATA, it’s preferable to start the initialization process with the lower voltage to
avoid any risk of damage to a SATA device. If the initialization doesn’t work or
shows the neighbor to be a SAS device, then the higher voltage can safely be
used.

OOB — Transmission
SATA OOB doesn’t include the COMSAS pattern, so there are really only two
patterns used, COMWAKE and COMINIT/COMRESET. The timing for these
patterns is listed in Table 20-1 on page 492. Recall that OOBI was defined in the
SAS initialization section “OOB Transmission” on page 129.
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Table 20-1: SATA OOB Timing
OOB Signal

Burst Time

Idle Time

Negation Time

COMWAKE

160 OOBI
(106.66 - 106.68ns)

160 OOBI
(106.66 - 106.68ns)

280 OOBI
(186.65- 186.69 ns)

COMINIT/
COMRESET

160 OOBI
(106.66 - 106.68ns)

480 OOBI
(319.0 - 320.0 ns)

800 OOBI
(533.28 - 533.39 ns)

OOB — Reception
The timing for the reception of the SATA OOB patterns is summarized in Table
20-2 and Table 20-3 below.
Table 20-2: SATA Receiver OOB Idle Detection Timing
OOB Signal

May Detect

Shall Detect

Shall Not Detect

COMWAKE

55 to 175 ns

101.3 to 112 ns

outside the range 55 to 175 ns

COMINIT/
COMRESET

175 to 525 ns

304 to 336 ns

outside the range 175 to 525 ns

Table 20-3: SATA Receiver OOB Negation Detection Timing
OOB Signal

Shall Detect

COMWAKE

> 175 ns

COMINIT/
COMRESET

> 525 ns

SATA OOB Protocol
For SATA, the link and Phy reset are the same, as is the power-on sequence:
SATA OOB followed by SATA speed negotiation. The OOB sequence for SATA
is shown in Figure 20-2, where it can be seen that the host and target device
exchange the COMRESET/COMINIT pattern to start. These are both the same
pattern, the difference is in the direction and meaning: when sent from the host
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it’s called COMRESET and resets the target; when sent from the target it’s called
COMINIT and simply indicates readiness for the next step. If the target sends
COMINIT before the host is ready, the host won’t see it, but when the host
sends COMRESET, the target will reset and then send COMINIT again, so the
order of events will be end up being the same.
Figure 20-2: Initial SATA OOB Sequence

COMRESET

Calibrate

SATA host
(initiator) to
SATA
device
(target)

SATA device
(target) to
SATA host
(initiator)

COMWAKE
Begin Speed
Negotiation

COMINIT

Calibrate COMWAKE
Time

If the host succeeds in sending and receiving this pattern, it next waits a period
of time designed to allow transceivers to calibrate the transmission line and
make adjustments. This process, which might be done with a TDR (timedomain reflectometer) test or some other means, would let the transmitter
adjust the output voltage or signal compensation parameters like de-emphasis
to better match the transmission line characteristics. SATA allows the opportunity for this but does not require devices to do anything with it, and it’s the
author’s understanding that it is not commonly used.
Once the host sends COMWAKE, it becomes the target device’s turn to run the
optional calibration routine. When the device is ready, it responds with COMWAKE and both devices recognize that OOB is completed and the next step will
be speed negotiation.

SATA Speed Negotiation
After the initial OOB patterns are sent and the device recognizes the attached
device type, the next step is to negotiate the operational speed of the link. This is
accomplished by sending a pattern at the desired rate to the neighbor and lis-
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Expander Devices
Scope
This appendix describes SAS expander devices, their role in the system, and the
way they handle connection requests. Expanders are responsible for sorting out
competing connection requests and must ensure fairness in the arbitration process. They also check to see that requests don’t accidently block each other’s
progress and create a deadlock scenario. If such an event does happen, they
reject some requests until the situation is resolved. The logical blocks that define
the expander behavior are covered and some operational examples are
explored.

Role of Expanders
The purpose of expanders in SAS is to provide scalability and increase the number of connections available to a device. Fanning out an HBA port is a logical
example of this expansion, since expander ports are expected to be inexpensive
compared to HBA ports. This example also makes sense in terms of bandwidth.
An average data rate for today’s enterprise drives is about 75 to 80 MB/s, so one
HBA port with a bandwidth of 300 MB/s could support 3 or 4 drives without
much risk of throttling their data flow. Regarding the number of connections
available, SCSI permitted 16 or 32 devices to share the parallel bus, and an initiator could connect with any one of them at a time. A SAS Phy can only use one
connection at a time, but expanders permit that connection to be to any of the
over 16,000 possible target devices in the system.
Expanders provide the equivalent of simple network switches in a storage
topology. They are limited to 128 accessible addresses for reasons of cost and
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simplicity, but a group of them can provide access to many more addresses and
establish connections through a SAS network topology based on the target
address. A target’s SAS address is built into the device (disk or tape or some
other device) and permanently fixed in that device when it is manufactured.
The address is derived from the manufacturer’s ID (assigned by the IEEE) and a
serial number assigned to the device, which is then fixed into the firmware
within the device itself.

Expander Definition
An expander device is shown in a high-level view in Figure A-1. Expanders are
defined as devices that contain the features listed below the figure.
Figure A-1: High-level View of Expander Device
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An expander function comprised of three logical blocks: the ECM
(Expander Connection Manager), ECR (Expander Connection Router), and
BPP (Broadcast Primitive Processor). It also includes the logic to perform
the actions required of an expander to establish connections between its
phys.
At least two external Phys (to provide a connection path).
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•

•

•

•

Expander ports available to support the phys. The actual number of ports
will depend on the topology in which the expander has been installed, but
an expander may be designed to have a specified mix of wide and narrow
ports.
An internal SMP target port to provide a means of discovering the
addresses to which the expander has access and then storing them as
needed into a routing table. An SMP initiator port can also optionally be
included for an expander which is designed to be self-configuring. It is
expected that, in future versions, many vendors will choose this option to
simplify the discovery process.
An optional address table. For some topologies a table will be required, so
whether a vendor implements it will depend on the expected application of
the device.
Optional bridges for SATA drive compatibility. Some vendors will choose
to implement this capability on every Phy so as to maximize the possible
applications for their devices by enabling every Phy to support SATA
devices. Others may choose to do this only on selected phys or none at all as
a cost-saving measure.

Internal Details
Figure A-2 on page 508 shows a more detailed view of the workings of an
expander, including the various logical blocks and state machines that define its
behavior. Interestingly, expanders do not follow the normal SAS hierarchy of
layers. For example, an expander port without SATA support has no Port
Layer, Transport Layer, or Application Layer. The Expander Function takes the
place of these end device upper layers, but is considered hierarchically lower
than the phys. A connection request is forwarded down to the expander function, where the Expander Connection Manager (ECM) resolves the port to
which it should be routed and sends that notification to the Expander Connection Router (ECR). The expander function does not, however, carry out the
actual upper layer operations such as creating a pool of frames for transmission
or tracking the protocol of the traffic within the connection. Once a connection
has been established, the expander simply passes traffic in both directions as it
arrives.
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Figure A-2: Detailed View of Expander Device
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This is an interesting point to clarify, as well. Expanders are similar to switches
in some regards but significantly different. For example, an expander does not
evaluate every frame that passes through it, or do much in the way of “store
and forward” operation. Instead, it evaluates a connection request for validity,
commits the internal resources to create the connection, and then becomes more
like a passive component in the frame transmission process. Frames are forwarded between the two connected devices at speed and the expander ignores
the traffic flow unless it sees primitives that affect the connection itself, such as
DONE, or CLOSE, or BREAK.
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State Machine Interaction
When establishing and managing connections, the interaction between the state
machines and phys is as shown in Figure A-3. The Phy that receives the incoming request acts as the source and forwards a request to the ECM for a connection. The request includes relevant arguments (e.g., the destination address)
that the ECM will use to determine the destination Phy and arbitrate among
competing requests.
Figure A-3: Expander Function
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The process by which this is accomplished is described in “Example 1 - OPEN
Arrives from the Link” on page 525. At this point it’s enough to show that the
source Phy sends a connection request to the ECM, which arbitrates for access
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Challenges, Issues and Hints
by Chuck Trefts, Sr. Marketing Manager at Catalyst Enterprises

Scope
After more than two decades as the predominant server storage interface, legacy Small Computer System Interface (SCSI) standards are reaching the limits
of their capabilities. While SCSI Ultra320 achieves an impressive burst transfer
rate of 320MB/s, making performance improvements to this parallel bus technology for future demands presents such massive technical and economical
barriers that it has become impractical to pursue. Consequently, SCSI is instead
making the same transition that many other parallel designs have made, moving from a relatively slow parallel design to a faster serial architecture. Serial
Attached SCSI (SAS) is well-positioned to more than meet the modern demands
for SCSI in terms of compatibility with other storage technologies, substantially
increased performance, clear and achievable roadmaps to future generation
speeds, and greatly increased drive addressability features.
There are several areas where SAS development, test, and validation differ radically from those of its parallel predecessor. These differences create new and
unique challenges that developers need to consider carefully when entering
into this new technology, and these issues are covered in this section.

Serial Bus Topology
When working with parallel buses, designers had to consider the usual inherent
pitfalls such as bus termination, crosstalk across wide ribbon cables, signal
skew, clock skew and distribution, and the unpleasant reality of trying to route
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large parallel cables in dense physical environments. A serial environment
inherently solves many of these problems, but presents new challenges of its
own. The designer is now faced with a much higher speed serial bus using
point-to-point interfaces, fabric-like topologies, increased addressability, one or
more full duplex links (wide port), multi-ported drives, and complex multilayer protocol requirements.
Unlike parallel buses, the information content of serial buses cannot easily be
recognized by simply monitoring the individual control signals. A more complex process is required for the following reasons:
1.

Data is transferred one bit at a time in a differential pair format, sometimes
over multiple links. Information on a serial bus, including the clock,
addressing, individual bytes, words, packets, commands, etc., are embedded in a serialized sequence rather than on individual, dedicated lines.

2.

The bus idle state on a serial bus, generally speaking, cannot simply be
quiet, since serial buses require transmission activity on the wire in order to
keep the receiver's clock recovery circuit active and enabled. In order to
support the transitions necessary to maintain a receiver's lock on an incoming bit stream, encoding and scrambling techniques are employed, which
are used to prevent long-running sequences of ones or zeroes.

3.

On a parallel bus, commands and other events are typically presented in
their entirety during a single clock cycle. On a serial bus, information must
be collected bit by bit, and assembled into information structures on the fly.

4.

Serial protocols are highly structured into various architectural layers, as
opposed to their more monolithic parallel predecessors. Such multi-layer
information structures require specific interpretation and present new and
complex challenges to the developer.

Figure B-1 illustrates a scope capture of one side of a differential 3Gb/s serial
data bus. While the various signal-specific lines of a parallel bus can be monitored on a logic analyzer or scope to easily determine information content such
as commands or responses, this is nearly impossible and highly impractical on a
high-speed serial bus.
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Figure B-1: High-Speed View of a 3Gb/s Serial Stream
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Using a Protocol Analyzer/Exerciser
Figures A-2 through A-6 illustrate typical usage and setup of a protocol analyzer in capturing traffic on a SAS link. To review complete menus, features,
and sample captures, download Catalyst's SAS Analyzer application software
from www.getcatalyst.com.
A protocol analyzer is a specialized tool used by developers to capture and display data bus traffic for purposes of validating, characterizing, and debugging
hardware and software. An associated protocol exerciser function, such as an
initiator emulator or a target emulator, may also be used in conjunction with an
analyzer to force certain conditions on the bus, such as high data rates, specific
commands, frames, and primitives, or error conditions in order to characterize
the behavior of a device, such as an expander, initiator, target, or its associated
software.
Typically, an analyzer is passively inserted between two communicating
devices, whereas a protocol exerciser (emulator) assumes the role of one of the
communicating devices. The analyzer function remains in place as the emulator
communicates with the other device, thus providing the user visibility on the
activities of the device under test as well as the emulator.
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Figure B-2: PCI Express serial bit stream
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Data is captured in both directions on narrow or wide ports (narrow port example shown here).
Triggers may be set up for simple events, such as primitives, packets, commands, etc., or on a
complex sequence of these events. Captured data is uploaded to a PC for further software
analysis and user inspection.
A protocol emulator (initiator or target) simply takes the place of one of the system devices and is
operated under the same software and hardware applications as the analyzer.
The analyzer also counts commands, data bytes, and other events to provide real-time
performance information, such as throughput, bus utilization, and other performance criteria.

Figure B-3 on the following page provides an example of the capture (pre-filter)
portion of a protocol analyzer capture/trigger project. The user may select specified items for inclusion or exclusion to/from the capture. Often, certain primitives that are highly prevalent in normal bus traffic are excluded from the
capture. In some cases, a user may elect to specify a “Pattern” condition,
whereby only selected bus events — SCSI commands, for example — are captured.
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Benefits to Data Center Storage
- Submitted by the SCSI Trade Association
Introduction
Networked storage is about to undergo a transformation driven by a powerful
new technology based on a long-time industry standard. Blending the best of
economics and performance, Serial Attached SCSI (SAS) redefines traditional
methods of adding Direct-attached Storage (DAS) to a single computer and also
impacts newer, networked storage configurations including Network-attached
Storage (NAS) and Storage Area Networks (SAN).
Data storage needs continue to grow at exponential rates. Spurred by lowering
prices and increasing capacities, it is becoming commonplace to save data
rather than delete it. Recent legislation is also driving the prolonged archiving
of electronic data in healthcare (HIPAA), finance (Gramm-Leach-Bliley) and
corporate governance (Sarbanes-Oxley).
As the length of time required for storage increases, and the length of time to
access data decreases, disk drive technology has stepped up to fill the gap
between instantaneous access and archive. Typically, optical and tape media
are used for longer-term archival storage, while at the opposite end of the spectrum, high performance Fibre Channel drives and infrastructure make missioncritical data available in an instant (see Figure C-1). The SAS protocol will soon
allow a broader array of data storage, with correspondence between the value
of the data and the value of the media.
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Figure C-1: Enterprise Storage Continuum

Disk drive reliability metrics have been a challenge at the low end of the price
range, with IDA and ATA drives acceptable for desktop applications and consumer price points, but not for enterprise datacenters. SCSI and Fibre Channel
provide the high performance and reliability required at the higher end, while
increases in reliability have helped SATA bring down price points on the lower
end.
Complex and incompatible interface cables and connectors have also increased
the difficulty of building storage networks that address reliability and performance needs. The demand for higher availability disk storage with solid reliability and low cost has created an opportunity for a new, unified drive and
enclosure interface that supports high-reliability, higher cost primary storage,
at the same time as low-cost secondary storage-in one single architecture.

SAS and SATA will serve a Broader Market
The combination of SAS and SATA drives in the SAS architecture offers unprecedented flexibility in designing, building and maintaining storage networks. A
broader market can be served at a lower cost, and high availability devices can
now be offered to smaller markets that have been traditionally neglected or
unable to purchase at historic price points. Information can be managed over its
lifetime, from creation to long-term archive, using simpler devices that cost less
and provide longer-term value than ever before. In addition, cabling and connectors are standardized for vendor compatibility and interoperability (See Figure C-2).
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Figure C-2: SAS Impact on Disk Storage Costs

The debut of affordable high-capacity SATA drives brought higher performance and greater flexibility to nearline storage applications. SATA delivers the
requisite high capacity at low cost, and does so without the connectivity constraints of its parallel ancestor. The authors of the SAS standard well understood the significance of SATA's new role in the enterprise, and the synergies
(both fiscal and physical) that would result if SAS and SATA drives would be
able to share a single storage subsystem. To ensure full interoperability with
SATA, SAS needed to address a variety of issues:

Protocols
Serial Attached SCSI employs three different protocols to transport information
over its serial interface: Serial SCSI Protocol (SSP), SCSI Management Protocol
(SMP) and Serial ATA Tunneled Protocol (STP). SSP communicates with SAS
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devices and existing SCSI software, while SMP manages the SAS point-to-point
topology. The third protocol, STP, enables SAS controllers to identify and communicate with SATA devices. When data is directed to a SATA drive that is
connected to a SAS backplane with an edge expander, an STP connection is
immediately opened to enable SATA frames to pass through the connection to
the drive. STP operates transparently in the background, with virtually no
impact on system throughput (See Figure C-3).
Figure C-3: The Three SAS Protocols: SSP, SMP AND STP

Cables and Connectors
SAS cables/connectors are fully compatible with SATA devices. Note that
while SAS and SATA connectors share the same form factor, they are not identical. Unlike SATA's single-port connector that utilizes seven pins (four signal
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and three ground), the SAS connector fills in the keyway on the SATA connector and adds seven more pins on the opposite side to carry the additional signals in SAS's dual-port interface. The modified keyway thus enables SAS-toSATA compatibility while ensuring a SAS device cannot be plugged into a
SATA port. As is the case with SATA connectors, SAS connectors are designed
for hot plugging and blind mating.

Backplanes and Host Bus Adapters
SAS backplanes and HBAs offer full compatibility with SATA (single port)
devices, while still incorporating the second data port that gives SAS its failover capability. In the event one SAS host controller fails, the additional data
port ensures uninterrupted communication with a second controller. In addition, these two ports can be combined into a single “wide port” for higher
throughput.
Reflecting its enterprise-class roots, SAS employs higher transmit (Tx) and
receive (Rx) differential voltages in order to drive signals over backplanes and
long (up to ten meters) cables. As a desktop solution, SATA need only drive
short (one meter) cables and thus can use lower differential voltages. To prevent
damage to SATA drives when connected to a SAS port, device identification as
noted in the STP protocol, is used to ensure the proper voltage is delivered to
each device.

Expanders
Key to SAS scalability, expanders are high-speed switches that enable a single
SAS domain to contain over 16,000 drives (SAS and/or SATA). There are two
types of expanders: edge expanders, capable of connecting up to 128 drives; and
fan-out expanders, one of which can aggregate up to 128 edge expanders in a
single SAS domain. Not only do expanders feature SAS/SATA compatibility,
they also boost SATA scalability far beyond the limits imposed by SATA-based
infrastructures. Deploying hundreds, even thousands of SATA drives in a single SAS domain is a straightforward affair, requiring only standard SAS HBAs
and expanders.

Form Factors
SAS gives IT users the freedom to choose the right drive for their applications.

579

Appendix D

SEP Appendix

SES (SCSI Enclosure Services)
The SES (SCSI Enclosure Services) command set is used to communicate with a
separate enclosure service processor that may be included in some high-end
enclosures for sensing and managing things that are relevant to an enclosure,
such as fans, sensors, and LEDs. The SES command set defines a series of Diagnostic Pages to allow devices to communicate with this enclosure processor
over SCSI. The SCSI commands for this purpose are SEND DIAGNOSTIC and
RECEIVE DIAGNOSTIC RESULTS. The predecessor to SES was SAF-TE (SCSI
Attached Fault-Tolerant Enclosure), which was intended to be an inexpensive
SCSI target providing enclosure control and visibility. The target for such an
interface was called an SEP (SCSI Enclosure Processor) and only acted in a target role. It did not include asynchronous notification of events and required
periodic polling instead to detect changes. It allowed for access to enclosure
information such as number and status of fans, power supplies, sensors, etc.
The trouble with SAF-TE was that it was not owned by any existing standards
body and so was not extensible. Consequently, around 1995 the SAF-TE working group agreed to merge the architecture with the SCSI ESI (Enclosure Services Interface) definition to create one standard called SES.
An simple example system is shown in Figure D-1, where an SES logical unit is
embedded in an expander device and used to control the enclosure. As is commonly done, it uses an I2C or SGPIO bus (the standard does not define a particular interface that must be used) to monitor and control fans, sensors and LEDs
for the drives. SES defines a series of diagnostic pages to communicate with the
SES processor over SCSI. The commandS SEND DIAGNOSTIC and RECEIVE
DIAGNOSTIC are used to transmit the pages with the SES logical unit.
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Figure D-1: SES Example
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Glossary
Table 1-14: Glossary
Term

Description

8b/10b

Shorthand that describes the encoding scheme used by SAS
and many other serial transports. Encoding each 8-bit byte
into a 10-bit character for transmission introduces some
overhead but provides a number of benefits.

ACA

Auto-Contingent Allegiance - used to tell a SCSI drive not to
respond to further commands if an error is encountered on a
previous command, this prevents the error status from
being overwritten by a subsequent command result before
the earlier one can be read. Not needed for SAS because a
Response frame is already being sent for each command.

Address Frame

The frame that is sent to request a connection with a destination device. It contains the destination address and other
attributes such as the protocol that will be used and the link
rate. The routing of the connection through expanders in the
system is based on that information.

CDB
Connection

Command Descriptor Block
A temporary virtual path between devices that is requested
with an OPEN address frame from the initiating device and
confirmed with an OPEN_ACCEPT primitive from the target device. When this handshake is completed, the path is
dedicated for transmissions between the two devices and
will remain open for traffic until explicitly closed, either
actively by the initiator, or as a timeout event by the target
device.

EMI

Electro-Magnetic Interference.

HBA

Host Bus Adapter. The device that acts as a bridge between
the system bus (host) and the storage bus.
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Term
ISI

JBOD

Inter-symbol interference - results when the pattern of the
previous symbol’s bits interferes with proper reception of
the current symbol.
Just a Bunch Of Disks — a very simple collection of disk
drives without a specific organization. See also RAID.

NAS

Network Attached Storage — a server dedicated to file sharing. It allows storage to be added to an existing server network without the need to shut down the network.

Near-line storage

Defined as data storage on removable media, the purpose of
near-line storage is to provide inexpensive, reliable, and
unlimited backup. The access time for recovery depends on
where the needed media resides — it can be slow because
the media could be off-line when the data is needed. The
combination of near-line and off-line storage accounts for
90% of a typical system’s storage allocation. (See also Online storage and Off-line storage.)

Nexus

A relationship between two devices. When an initiator
makes a read request, for example, the connection may be
closed while the target fetches the data. The target stores the
nexus information (the address for the initiator) so it knows
the address to which it should open a connection when it
has the data ready to return.

Off-line storage

Storage of data that must be retained but will rarely be
accessed. It is typically stored on slow but reliable tape. (See
also On-line storage and Off-line storage.)

OOB

Out Of Band — defined as communication that is considered outside the normal flow of information because it takes
place over the link during initialization. The process for SAS
is very similar to that for SATA, but different enough that
there are separate chapters for each.

On-line storage
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Description

Storage that is always available at high speed, providing
fast recovery at a relatively high price. A typical system
might allocate 10% of its archive space for on-line storage.
(See also On-line storage and Off-line storage.)

Glossary
Table 1-14: Glossary
Term

Description

PCI

Peripheral Component Interface. This was developed by
several vendors associated with personal computer manufacturing as a new IO bus standard for PC architectures to
replace the obsoleted ISA bus (Industry Standard Architecture) developed by IBM. (For more information, see the
MindShare book on this topic at www.mindshare.com.)

PCIe

PCI Express. This is essentially a serial version of PCI-X,
designed to provide higher bandwidth while retaining software compatibility with PCI. (For more information, see the
MindShare book on this topic at www.mindshare.com.)

PCI-X

Extended PCI. This interface improved on the original PCI
design by registering the bus and adding a split-transaction
model to permit higher bandwidth and better efficiency on
the bus. (For more information, see the MindShare book on
this topic at www.mindshare.com.)

Primitives

Single-dword information blocks transmitted across a connection for Link Layer communication in support of activities like flow control and ACK/NAK. Primitives are easily
recognizable because they are the only legal dwords that
contain a control (K) character, which must be the first character in the dword.

RAID

Rx
SAM-3
SAN

Redundant Array of Inexpensive Disks. This is a more
sophisticated collection of disks that has been designed to
achieve certain properties of robust operation. See also
JBOD.
Receiver
SCSI Architecture Model, version 3. This is one of several
standards that define SCSI, and describes the overall model.
Storage Area Network - a high speed storage network
designed to be attached to server network.
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Index
Clock Compensation 299
clock domains 301
clock recovery 370
CLOSE 288
Close Timeout 325
Command Queuing 487
Compatible Features 278
confirmations 517
Connected 331
connection 57, 96
Connection Rate 278, 511, 514
connection request 314
CRC 216, 299
CRD 373, 397
CREDIT_BLOCKED 288, 324
crossbar switch 82
Crossing Requests 336
crystal oscillator 494

Numerics
8b/10b

370

A
A.C. coupling 416
AC-coupled 372
ACK 288, 349
ACK/NAK balance 351
ACK/NAK Timeout 350
Address Frame Type 278
address table 507
AIP 277, 287, 319, 527
ALIGN 288
Arb Lost 516
Arb Reject 516
Arb Won 516
arbitrated loop 23
Arbitrating 516, 335, 505, 526
arbitration fairness 334, 512
Arbitration Wait Time 278, 281,
ATA 29
ATA protocol 498
ATAPI protocol 498
attenuation 423
automatic spinup 435
AWT 265, 335

B
Backoff Retry 530
Backoff Reverse Path 336, 530
Backoff-Retry 336
Bad Destination 264
Balance Required 351
Balanced 355
bounded latency 512
BPP 506, 520
BREAK 287
bridge 507
BROADCAST 288, 497
bulk storage 19
Bus Inactivity Time Limit 143
bus utilization 512

C
calibrate 493
Cancel 263
cascaded topology 532
CDB 32, 215
ceramic clock 494
character 390
Circular Wait 340
CLEAR AFFILIATION 528

513

D
data buffers 199
DC balance 372
deadlock 505
deadlock conditions 339
deadlock resolution 512
de-emphasis 493
default port 86, 532
destination address 316, 509
Destination SAS Address 278, 511
Device Name 33, 196
Device Type 150, 282
diagnostics 500
differential signaling 81
Direct Attach 531
discovery 497
Discovery process 540
disparity 373
DONE 288
DONE Timeout 324
drivers 193
dual-ported 24, 436
Dual-simplex 14
dword 390, 409
DWord Synchronization 396, 408
DWS 408
DWS Lost 410

E
ECM 336, 506
ECR 506
Edge expander 57,
elastic buffer 301
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Index
embedded clock 126, 370
EMI 290, 393
Enable Disable SMP 361
Enable Disable SSP 355
end devices 81
EOAF 276
EOF 288
ERROR 288
error recovery 233
ESDI 29
ESI 585
Expander Change Count 167
Expander Connection Manager 507
Expander Connection Router 507
Expander Function 507, 510
expander Phys 82
Expander Route Index 165
expanders 497
eye mask 422

F
failover 16
Fail-over capability 14
fail-over mechanism 500
Fanout expander 57, 531
FCP 29
ferrite bead 418
Fibre Channel 12
File server performance 20
FIS header 499
Frame-based 14

G
ground bounce

414

H
hard reset 127, 400
HARD_RESET 264, 288
hardware initialization 499
hashed addresses 68
hashing 214
HBA 29
headroom 16
Hold and Wait 339
host port 499

I
I2C 140
IDE 29
Identification Sequence 293, 490
IDENTIFY Address Frame 294
IDENTIFY address frame 540
IDENTIFY frame 102, 282
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IEEE 1394 12
IFR 250
indication 518
InfiniBand 13
Initiator 31
Initiator Connection Tag
Initiator Port 278
Initiator port bit 511
initiators 497
insertion loss 430
interlocked 349
invalid dwords 410
iSCSI 13
ISI 425
ITS 250

278, 511, 512

J
JBOD 18
jitter 423

L
least-recently-used algorithm
Link reset 490
link reset 127
log parameters 154
Logical Unit 31
loss 423
LUN 196

513

M
manufacturer’s ID 506
Maximum Burst Size 144
Maximum Connect Time Limit
metastability 302
MT_IP 255
MT_TP 255
MTBF 303
Mutual Exclusion 339

N
NAK 288, 349
narrow port 102
NAS 18
network address 23
Network attached storage
Nexus 31, 316
Nexus Loss 247, 264
Nexus Loss Time 265
Nexus Loss timer 318
No Preemption 340
noise 414
non-interlocked 350
Not Balanced 355

23

144

Index
NOTIFY 288
NOTIFY (ENABLE SPINUP)
NRZ 413
nullified 410

103

O
OOB 391
OPEN 276
OPEN address frame 314, 336
Open Failed 270
OPEN request 185
Open Timeout timer 318
OPEN_ACCEPT 277, 288
OPEN_REJECT 277, 288, 319
optimization 185
oversampling 396

P
PAM-4 413
Partial Pathway Timeout 175, 515
Partial Pathway Timeout Status 511
Pathway Blocked Count 278, 511, 515
Pathway Recovery Priority 515
PBC 335, 342
PCI 30
phase shift 423
Phy definition 100
PHY Identifier 101, 165, 282, 538
Phy reset 128, 490
Phy Reset Problem 403
PL_OC 262
PL_PM 262
PLL 134, 370, 396
Point-to-point 14
pool of queued frames 260
Port ID 32, 195
port selection 512
Port Selector 24, 153
power-on signature 498
PRBS-7 422
primitive 390
Protocol 278, 511

Q
queued transaction

263

R
RAID 18, 23
rate matching 325
Ready Indicator 203
recovery priority 342
reference voltage 414
reopen 324

request 518
reset 400
reset sequence 101
retry 233
Retry Open 270
Retry Priority Status
return loss 430
Routing Table 531
RRDY 288, 347
run length 372

511, 514

S
SAF-TE 585
SAM 29
SAM-3 103, 104
SAN 18
SAS Address 282
SAS address 101, 506
SASI 28
scalability 16, 505
Scrambling 299
Seek Time 20
self configuring 179
SEMB 498
sense keys 200
SEP 585
serializer 393
SES 585
SFF 441
signal compensation 493
SL Receiver 328
SL Transmitter 328
SL_IR 293
SMP 103
SMP Initiator 282
SMP Target 282
SMP target port 507
SOAF 276
SOF 288
Software Compatibility 13
software initialization 498
source address 316, 513
Source SAS Address 278
S-parameters 429
SPC 29
SPI 29
Spread Spectrum 393
squelch-detect 395
SSA 12
SSC 393
SSP 103
SSP Initiator 282
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Index
SSP Target 282
staggered spin up 204
Start DWS 410
status code 200
Stop Arb 263
STP 103
STP Initiator 282
STP Targe 282
subtractive port 86, 187,
switches 505
symbol 409

532

T
Target 31
target 499
Task 32
Task attribute 228
TCQ 487
TCTF 429
TDR 493
termination 417
TFR 252
timeouts 252
topologies 507
TPTT 216
transmission medium 418
Transport Layer retries 352
TTS 252
tunnel mechanism 104
Tx Open 270

V
virtual phys 532
virtual SAS target
virtual wire 58

140

W
wide port 16,
WWN 196

111, 116

X
XFER_RDY 348
XL state machine
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